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Data Aware Scheduling

1 Project Executive Summary

Platform Computing initiated this multi-phase research project in DICE challenge area of
Intelligent Scheduling. The specific area of focus within this challenge is the Data Location
awareness in the Grid scheduling process and related issues of moving jobs and/or data between
sites based on overall resource availability and throughput considerations.

Under this project Platform has researched and developed a prototype Data Awareness
Scheduler (DAS) plug-in for the Platform LSF grid scheduling system. Two components were
created for DAS: a Data Locality Service (DLS) and a Data Movement Service (DMS). Both
allow for future integration possibilities with 3 party data transfer and synchronization
techniques. Together with Platform LSF and LSF MultiCluster, DAS enables job scheduling and
placement decisions along with data set transfer decisions to be made across multiple sites based
on certain factors such as data set location and size, a point to point bandwidth, and resource
availability.

The project which was divided into two distinct but overlapping phases, ran for twelve months
starting from September 2006. Phase 1 was concern with research and developing a proof of
concept, while phase 2 refined this into a well-rounded prototype.

The project originally planned to fully utilize allocated resources at the three DICE sites
AVETEC, ASC, and NASA (GSFC). There were infrastructure scheduling and functional issues
that allowed for detailed testing only between AVETEC and ASC. However, the testing was
sufficient to be able to verify functionality and performance of the DAS plug-in design and
integration.

In general, the prototype has fulfilled its goals, although a number of minor shortcomings of
the design were identified, principally in synchronization of information between the
components and the scheduler. Configuration tuning can mitigate these issues.

While the DICE test bed has proven to be invaluable in the development of this prototype,
the test cases were relatively simple in there “where to transfer, where to schedule” decisions.
As the DICE test bed expands it will facilitate more complex and realistic test cases to be
examined.

A number of areas have been identified for further investigation including, but not limited to
supporting dynamic cost calculations in the scheduling process, variations in bandwidth
availability, more complex program-data pairings with multiple routes and the incorporation of
the DLS/DMS into an end to end cluster/infrastructure simulator.
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Data Aware Scheduling

2 Introduction

2.1 Description of the Company and the Technology

Description of the Company/Organization

Platform Computing is the leading systems infrastructure software company that accelerates
applications and delivers IT agility for increased business performance and reduced cost.
Founded in 1992, Platform is a pioneer in HPC, Cluster and Grid Computing technologies.
Platform has over 2,000 global customers and strategic relationships with Dell, HP, IBM, Intel,
Microsoft, Red Hat and SAS, along with the industry's broadest support for third-party
applications.

Description of the technology

Platform LSF
e Platform LSF is software for managing and accelerating batch workload processing
for compute-and data-intensive applications. It allows organizations to intelligently
schedule and guarantee completion of batch workload across heterogeneous
distributed computing environments.

Platform LSF MultiCluster — inter-cluster scheduling
e Enables intelligent, policy-driven batch application workload processing across
multiple Platform LSF clusters that may be geographically dispersed.

Data Aware Scheduling ( DAS ) Plug-in for Platform LSF
e This is the prototype scheduling service developed under this DICE project. It works
together with Platform LSF and LSF MultiCluster to enable intelligent job placement
across multiple LSF clusters facilitating data set location awareness along with data
set transfers.

2.2 Project Background

A major challenge area in grid computing is how to handle large datasets across geographic
regions. There is the locality issue — where are they? There is also the transfer issue — how long
will they take to transfer? With very large datasets, sending the job to where the data resides is
the only practical way. However, with the increase in bandwidth and the availability of
replication and/or wide area file systems (WAFS) the costs of sending the job to the data or bring
the data to the job becomes more important. Indeed, it may be preferable to send both the job
and the data to a 3" party for execution. When replication takes place, we need to remember that
there is now more than one copy of the data available — which then raises the next question — if
we need to move the data to the job — which copy should we move?

For this project, we want to intelligently schedule work based on the location of the desired
data and the costs associated with moving the data.. Intelligently is the key word for this project.
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[diceuser@AVTC logdir]$ bhist -1 4799

Job <4799>, Job Name <col092507181253>, User <diceuser>,
Project <default>,
Command
<./launch_extract_col _data.csh /ghome/diceuser/dataset_
files/d1l_gen092407165337_1000000.dat
d1l_gen092407165337_1000000.dat_gen092507181253
_1000000.dat>

Tue Sep 25 18:12:53: Submitted from host <cnl3>, to Queue <regular>,
CWD <$HOME/phase2/math>, Output File <out.txt.%J.%I>,
Requested Resources
<dIs(AVTCDICE.d1_gen092407165337_1000000) &&
dIs(AVTCDICE.AVTCpul 1)>;

Tue Sep 25 18:13:00: Dispatched to <cnl3>;

Tue Sep 25 18:13:00: Starting (Pid 10207);

Tue Sep 25 18:13:00: Running with execution home </ghome/diceuser>,
Execution CWD </ghome/diceuser/phase2/math>,
Execution Pid <10207>;

Tue Sep 25 18:14:42: Done successfully. The CPU time used is 67.0 seconds;

Tue Sep 25 18:14:42: Post job process done successfully;

Summary of time in seconds spent in various states by Tue Sep 25 18:14:42
PEND PSUSP RUN USUSP SSUSP UNKWN TOTAL
7 0 102 0 0 0 109

There are thirty elements of the calculation job array...look at only two for simplicity.

[diceuser@AVTC logdir]$ bhist -1 4800[1]

Job <4800[1]~>, Job Name <cal092507181253[1]>, User <diceuser>,
Project <default>
, Command
<./launch_process_data.csh ./process_columns.inp
d1l_gen092407165337_1000000.dat_gen092507181253
_1000000.dat.column.$LSB_JOBINDEX
d2_d1 _gen092407165337_1000000.dat_ca
1092507181253 1000000.dat 1000000>

Tue Sep 25 18:12:53: Submitted from host <cnl3>, to Queue <regular>,
CWD <$HOME/phase2/math>, Output File <out.txt.%J.%I>,
Dependency Condition <done(col092507181253)>;

Tue Sep 25 18:14:48: Dispatched to <cn06>;

Tue Sep 25 18:14:48: Starting (Pid 18609);

Tue Sep 25 18:14:48: Running with execution home </ghome/diceuser>,
Execution CWD </ghome/diceuser/phase2/math>,
Execution Pid <18609>;

Tue Sep 25 18:15:50: Done successfully. The CPU time used is 59.3 seconds;

Tue Sep 25 18:15:50: Post job process done successfully;

Summary of time in seconds spent in various states by Tue Sep 25 18:15:50

PEND PSUSP RUN USUSP SSUSP UNKWN TOTAL
115 0 62 0 0 0 177
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[diceuser@AVTC logdir]$ bhist -1 4800[30]

Job <4800[30]>, Job Name <cal092507181253[30]>, User <diceuser>,
Project <default>, Command
<./launch_process_data.csh ./process_columns.inp
d1l_gen092407165337_1000000.dat_gen092507181253 1000000.
dat.column.$LSB_JOBINDEX
d2_d1 gen092407165337_1000000.dat
_cal092507181253_1000000.dat 1000000>
Tue Sep 25 18:12:53: Submitted from host <cnl3>, to Queue <regular>,
CWD <$HOME/phase2/math>, Output File <out.txt.%J.%I>,
Dependency Condition <done(col092507181253)>;
Tue Sep 25 18:15:08: Dispatched to <cnl0>;
Tue Sep 25 18:15:08: Starting (Pid 4541);
Tue Sep 25 18:15:08: Running with execution home </ghome/diceuser>,
Execution CWD </ghome/diceuser/phase2/math>,
Execution Pid <4541>;
Tue Sep 25 18:16:10: Done successfully. The CPU time used is 59.9 seconds;
Tue Sep 25 18:16:10: Post job process done successfully;

Summary of time in seconds spent in various states by Tue Sep 25 18:16:10

135 0 62 0 0 0 197
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13 Appendix E Cluster Configuration

DICE Site: AVETEC

Data Aware Scheduling

LSF Cluster Name: AVTCDICE

Isf.conf

LSF_LIM_PORT=6879
LSB_MBD_PORT=6881
LSF_DLS_PORT=6883

LSF_RES_PORT=6878
LSB_SBD_PORT=6882
LSF_DMS_PORT=6884

LSF_DLS _REPOSITORY=fs:///ghome/diceuser/datastorel
LSF DLS HOSTS="asclsf62:spirit-adm AVTCDICE: fusion™
LSF_DMS_HOST=spirit-adm

Ist.cluster_AVTCDICE

Begin RemoteClusters

CLUSTERNAME
asclsft62

End RemoteClusters

Isft_shared

Begin Cluster

ClusterName
AVTCDICE
asclsf62
End Cluster

Servers
(fusion)
(spirit-adm)

Lsb.queues (default=DMS)

( MultiCluster

Queues )

Begin Queue
QUEUE_NAME
PRIORITY
HOSTS

queue

End Queue

Begin Queue
QUEUE_NAME
PRIORITY
HOSTS
QJOB_LIMIT
End Queue

regular
50
all ~fusion

DMS
50
fusion

Begin Queue
QUEUE_NAME
HOSTS
SNDJOBS_TO
End Queue

Begin Queue
QUEUE_NAME

HOSTS
End Queue

RCVJOBS_FROM

OUTGOING_ASC
all ~fusion
DICE_RECV@asclsf62

DICE_RECV
allclusters
all ~fusion
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DICE Site: ASC

Data Aware Scheduling

LSF Cluster Name: asclsf62

Isft.conf

LSF_LIM_PORT=6879
LSB_MBD_PORT=6881
LSF_DLS_PORT=6883

LSF_RES_PORT=6878
LSB_SBD_PORT=6882
LSF_DMS_PORT=6884

LSF _DLS REPOSITORY=fs:///ghome/diceuser/datastorel
LSF_DLS HOSTS="asclsf62:spirit-adm AVTCDICE:fusion™

LSF _DMS_HOST=spirit-adm
Isf.cluster.asclsf62

Begin RemoteClusters
CLUSTERNAME

AVTCDICE

End RemoteClusters

Isft.shared

Begin Cluster
ClusterName
AVTCDICE
asclsf62

End Cluster

Servers
(fusion)
(spirit-adm)

Lsb.queues (defaut=DMS)

( MultiCluster

Queues )

Begin Queue

QUEUE_NAME = regular
PRIORITY = 50

HOSTS = all ~spirit-adm
queue

End Queue

Begin Queue

QUEUE_NAME = DMS
PRIORITY = 50

HOSTS = spirit-adm
QJOB_LIMIT =1

End Queue

Begin Queue
QUEUE_NAME
HOSTS
SNDJOBS_TO
End Queue

Begin Queue
QUEUE_NAME
RCVJOBS_FROM
HOSTS

End Queue

OUTGOING_AVTC
all ~spirit-adm
DICE_RECV@AVTCDICE

DICE_RECV
allclusters
all ~spirit-adm
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In-House DAS-Enabled LSF MultiCluster Configuration using Platform

Computing Resources ( Three-Site Configuration )

( Simplified for ease of viewing. Names chosen to match actual sites.)

Data Aware Scheduling

Cluster | Send Queue Receive Queue Default Queue

Name

ASC Name = sendq Name = recvq normal
SEND_JOBS_TO = RCVJOBS_FROM = NASA,
recvq@NASA, AVTC
recvq@AVTC

NASA | Name = sendq Name = recvq normal
SEND_JOBS_TO = RCVJOBS _FROM = ASC,
recvq@AVTC, recvq@ASC | AVTC

AVTC | Name = sendq Name = recvq normal
SEND_JOBS_TO = RCVJOBS _FROM = ASC,

recvq@NASA, recvq@ASC

AVTC

Page 45 of 45

Prepared by Platform Computing for the DICE Project.






