
Dynamically Established SAN Extensions 

The basic performance is evaluated using xdd, a standard industry benchmark for both ext3 
and GPFS file system environments. 

 
Test goals 
 
The initial phase 1 test goals were to: 
 
1. Configure system for LAN within computer room 
2. Install Management Framework V1 
3. Evaluate for ext3 and GPFS 
 
These goals were later modified to also test ViON of HyperStor RAM-based disk 
 
The initial phase 2 test goals were to: 
 
1. Configure system for LAN within Goddard Campus 
2. Install Management Framework V2 
3. Evaluate for ext3 and GPFS 
 
These goals were later modified to use a delay simulator instead of moving equipment 
elsewhere within the Goddard campus 
 
Configuration details 
 
Figure 1 shows the initial wide area configuration concept. The primary DICE site contains 
a Panta Compute Cluster connected via IB to IBRIX/GPFS servers, which in turn connect 
via a McData FC switch to DDN storage. FCIP storage routers connect the primary site to 
the remote site over an IP network cloud, allowing access to the remote Apple Xraid storage. 
A Dell 6300 servers hosts the Management Framework software to coordinate the activities 
required to setup the FCIP connection between the primary and remote sites. Once those 
connections are established, a virtual SAN connection is established between sites, allowing 
direct block level IO between hosts on the primary site to storage on the remote site. 
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Figure 1. Wide Area Configuration Concept 

 
Figure 2 shows the actual test bed implementation, modified somewhat from the original 
concept.  
- The primary site is reduced in complexity to contain only a single Segment Server (Redhat 
AS4) connected to a McData Sphereon FC Switch.  
- The McData FC switch is initially connected to a Nishan 3000 storage router, but then later 
connected to a more modern McData Eclipse iFCP storage router. 
- The storage routers at the ‘primary’ and ‘remote’ site are interconnected via a NISTnet 
Network Emulator (Redhat AS3) that provides delay simulation to emulate a wide area 
network. 
- At the ‘remote site’ another McData FC switch connects to a Management Server (Redhat 
AS4) and the Xserve RAID storage devices. 
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Figure 2. Test bed Implementation 

 
Integration details 

 
The Management Framework was implemented in two phases.  
 
Version 1 was built to provide web services and a command line interface for listing, 
adding, and removing iFCP connections from the McData Routers. Example usage: 
 
To securely delegate authority for managing iFCP SAN extensions: 
- flexzone-rtr.pl --lsifcp 
- flexzone-rtr.pl --addifcp --port <port> --zone <zone> --ifcpip <remote-ifcp-ip> 
- flexzone-rtr.pl --rmifcp --port <port> --zone <zone> --ifcpip <remote-ifcp-ip> 
 
To connect the Primary Site’s Segment server to the remote site’s XRAID: 
- InvocationWS https://10.7.7.205 invoke Flexzone-rtr.pl --addifcp --port 8 --zone 3 --ifcpip 
10.0.8.50; 
 
To disconnect: 
- InvocationWS https://10.7.7.205 invoke Flexzone-rtr.pl --rmifcp --port 8 --zone 3 --ifcpip 
10.0.8.50; 
 
Version 1 provided basic functionality, and allowed us to proceed with initial testing. 
However it presented several disadvantages: 

1. Command lines were complicated and obscure 
2. Usage required familiarity with the iFCP Protocol  
3. Usage required up-to-date knowledge about the topology of the Inter-site SAN 
4. Usage required up-to-date knowledge about individual SAN routers 

 
To help alleviate these issues, version 2 was built based on a registry containing information 
about: 
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1. Participating Sites (Msan ID, Management IP, Data Path IP, Description, Router Port) 
2. Shared Devices (Device ID, Zone ID, World Wide Name (wwn), Msan, Locking 
Information) 
3. Shared Zones (Zone ID, Zone Description) 

 
The Registry is a Web Service built on a relational database to support dynamic queries, 
such as: 
- How should we connect with a device that is described as XRAID2? 
- How can we connect to zone ‘2’ from the GSFC-DICE1 site? 
- How would we connect the GSFC-DICE1 site with a device whose wwn is 
21:00:00:e0:8b:0e:95:17? 
 
This registry implementation provided several advantages 

1. Unique identifiers for sites, zones, and devices that would otherwise need to be 
synchronized between all of the participating sites 
2. Database constraints that prevent common errors, such as overlapping site ids or 
devices that are not associated with valid zones 
3. The registry of inter-site SAN information simplifies the cli for listing, adding, and 
removing iFCP connections:   
- Flexzone.pl --lsifcp 
- Flexzone.pl --add --device-description XRAID1 -site remote-site  
- Flexzone.pl --remove --wwn 20:04:00:04:53:00:02:f0   --site primary-site 

 
Operators only reference the devices and sites that they want to use without any reference to 
the inter-site SAN topology. 
 
Before integration into the DICE environment, the NASA Goddard Security Team used the 
Foundstone scanner to determine that the Management Server would be allowed to operate 
within the DICE LAN. Note that the Management Framework is built on a number of 
security components:  

1. Secure transport based on mutually authenticated connections through the Secure 
Hypertext Transport Protocol (HTTPS) in which both the client and the server must 
present trusted X.509 certificates in order to communicate 
2. Apache Axis - an implementation of the Simple Object Access Protocol (SOAP) 
recommendation to the W3C that is used as a messaging layer to implement Web 
Services 
3. Apache WSS4J - an implementation of WS-Security that is used to implement message 
level security for web services 
4. Security constraints within the Apache Tomcat server that limit access to the web 
services to trusted users that have valid entries in the authorization database 

These features describe the ability to manage identity and permissions through strong 
authentication and fine-grained authorization schemes.  
 
Performance details 
 
For Phase 1, we concentrated on measuring baseline write and read performance tests, using 
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a script created to call xdd [see: http://www.ioperformance.com/products.htm]. xdd is a 
standard industry benchmark that can be used to test disk performance as a function of block 
size, record size, and file size. For this project we worked with the xdd developer Tom 
Ruwart, to request additional parameters that allowed us to create a front end script that: 
 

- loops through large enough number of write tests to ensure that there are no cache 
effects even for small file sizes 
- forces read tests to lag behind write tests such that read requests are never satisfied out 
of cache 

 
Tests were run with ‘0’ delay to simulate a local environment, with the Management 
Framework invoked to create SAN connections over Nishan storage routers from the 
segment server to an Apple RAID. The Nishan storage routers were later replaced with the 
McData Eclipse storage routers. Tests were run under both the ext3 and the GPFS file 
system. In a somewhat unrelated test, tests were also run against a directly FC-connected 
ViON HyperStor RAM-based disk. 
 
Figures 3 and 4 show write and read transfer rates as a function of record size for various 
file sizes (fs) using the ext3 file system. Block size (bs) is fixed at 4KB. All data points 
represent 1GB of data transferred. Transfer rates increase as record size increases, peaking at 
between 70 - 80 MB/sec for the write case, and between 60 - 70 MB for the read case.  
 
Note that there is no initial artificially high peak at small record sizes, as is often the case 
with other performance tests where cache effects are not properly handled. The notation on 
the graph “4 GB cache” indicates that test was done so as to eliminate cache effects of up to 
4GB. 
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Figure 6. 
 
Figures 7 and 8 show results for GPFS, instead of ext3. The results are similar, except that 
the initial run-up is slower, but then peaks at a similar 70 MB/sec for both reads and writes. 

 
Figure 7. 
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Figure 8. 
 

Figures 9 and 10 show results for the ViON HyperStor. Because the HyperStor evaluation 
was not part of the original test plan, tests were done only for a directly connected 
HyperStor running the ext3 file system.  As expected, performance numbers are almost an 
order of magnitude larger, peaking at about 500 MB/sec for write, and 700 MB/sec for read. 

 
Figure 9. 
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Figure 10. 
 
 
For Phase 2 we concentrated on the usability and performance of the Management 
Framework. Figure 11 shows the average execution time to use the Management Framework 
to add, list, and remove http connections. The total time required is as much as 20 seconds, 
but only a small amount of that time is spent in the registry looking up parameters, a 
somewhat longer time is spent executing the code to invoke the command, and the bulk of 
the time is spent executing the command in the storage router itself.  
 

 
 
Figure 11. 
 
Figure 12 shows where most of the time is spent as a function of network latency. The 
percent of time spent in registry and innovation increases slightly as network delay 
increases, but the bulk of the time continues to be spent in command execution the storage 
router itself. 
 
Figure 13 shows more detail effects of network latency on the invocation and registration 
services only. As expected, network latency has a small effect on performance. 
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Figure 12. 
 

 
Figure 13. 
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We also tested system reliability by measuring failure rates as a function of errors injected 
into the network in the form of dropped packets. Figure 14 shows that there were no failures 
with dropped packets of up to 4%. Failures began to occur at dropped packets of 6% and 
higher.  
 

 
 
Figure 14. 
 
 

6 Evaluation Results 
 
Phase 1 
 
Our phase 1 tests were used to form a performance baseline for our configuration, using ext3 
and GPFS file systems.  As expected, transfers rates increase as record size increases, with 
writes to the Apple RAID over the Nishan storage router peaking at about 70 - 80 MB/sec, 
and reads peaking at about 60 - 70 MB /sec when using ext3. Under GPFS, writes also 
peaked at around 70 - 80 MB/sec, though performance at smaller record sizes were poorer, 
but reads peaked a little higher at around 70 MB/sec. When using the McData Eclipse 
storage routers, writes peaked at about 70 MB/sec and the read peaked at about 60 MB/sec 
when using ext3. As expected, the ViON HyperStor exhibit substantially higher 
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performance, with peaks at about 500 - 600 MB/sec for writes, and 700 - 800 MB/sec for 
reads. All of these tests were done under zero delay conditions. 
 
Phase 2 
 
Our phase 2 tests showed that the Management Framework is a useful tool that performs 
well in establishing dynamically created SAN extensions.  
 
The typical time to reconfigure a SAN router is less than 20 seconds with requests to setup 
SAN extensions taking slightly less time than requests to tear them down. Most of that time 
is spent reconfiguring the routers, even as network latencies increase. While 20 seconds is 
relatively long, we found that much of that time is due to the McData Eclipse SAN Routers  
starting a management session using the telnet protocol (up to 12 seconds), and our 
conclusion is that these delays are unique to the McData Eclipse SAN Routers.   
 
Precise timing measurements were not done for V1 of the Management Framework, though 
our assumption is that the times should be similar -- though perhaps a little faster for V1, 
since V1 implements only a subset of the features and functions of V2. The relatively long 
time required is not completely unexpected, since most of that time is due to the storage 
router itself. The overhead associated with managing inter-site SAN extensions through web 
services is small in comparison to the native setup time of the SAN extensions through the 
storage router. 

 

 
Figure 15. 
 
Figure 15 is a calculated chart that depicts maximum effective transfer rates that would be 
achievable for an Apple RAID/Eclipse storage router configuration using the ext3 file 
system as a function of file size, taking into account the overhead to add and remove a SAN 
connection using the Management Framework. It indicates that transfer rates that are 
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reasonably close to the measured maximum rates of 70 MB/sec and 60 MB/sec (for write 
and read respectively), can be achieved with file sizes above about 50 GB. Thus, the 20 
second setup time is modest in comparison to the transfer times of large data sets and to the 
runtime of most data intensive applications. 
 
System reliability is extremely stable as a function of the typical network latencies we 
expect to find in wide area environments (up to 160 ms). Although higher latencies increase 
the runtime of our web services, these increases are very moderate. Injection of packet 
failures does result in system failures, but 100% success rate is achieved with up to 4% 
packet loss. Our analysis of the failures shows that the failures resulted from socket errors, 
where reads or writes from the remote host could not be completed in a timely fashion.  We 
are currently investigating ways of increasing the socket timeouts and adding additional 
retries to improve the reliability of our software on networks that drop between eight and 
twelve percent of network packets. 
 
Although a formal usability study was not done, the Management Framework was found to 
provide the core features necessary and to operate reliably without failures, except during 
tests that included high rates of packet loss. 
 
We also considered the security aspects of the Management Service, primarily focusing on 
two of the core components: Apache Tomcat and Web Applications built on WSS4J. In 
particular we considered the potential for injection attacks against internal resources (i.e. the 
SQL server and the router’s command line management interface). Although these resources 
do not accept direct connections from shared networks, they do receive input from remote 
callers that could be malicious. We considered means of sanitizing the inputs to protect the 
system from abuse, in particular the use of certificate revocation lists. This could be a 
consideration for future implementations in large-scale production systems. 

7 Analysis of Deviations from Predictions 
 

No formal predictions were made as part of the project proposal, though the hope was that 
the Management Framework could be made to operate reliably to provide the functions 
necessary to manage SAN extensions. This was accomplished. 

8 Conclusions 
 

We conclude that large increases in network latency have a relatively small impact on the 
overall performance of the Management Framework, and that the system is reliable and 
stable even in the presence of small packet loss, suggesting that our approach will be 
suitable for most production wide-area networks.  

 

9 Proposed Next Steps 
 
In order to test the real-world scalability of this management framework, and to evaluate it 
in an unfamiliar administrative environment, we propose to expand our test-bed to include 
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an additional remote site as a client of the DICE NASA GSFC site storage resources, and to 
test performance over actual wide area environments. We also propose to demonstrate the 
feasibility of the system at an application level, by selecting and running an Earth Science 
application at the remote site. A more formal usability study may be a useful effort in that 
future work. Other tests would also be useful if the opportunity were available, including 
further characterization of the HyperStor Solid State Disk under different connectivity 
conditions and file system environments.  
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