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1 Project Executive Summary

The purpose of the benchmark testing conducted during 2006 and 2007 in the DICE test bed at
the NCCS by NASA and ViON Corporation was to define and quantify the hypothesis that
RAM-based storage would offer significant performance improvements over conventional
magnetic disk storage when applied to three specific application tasks thought to be relevant to
the operational requirements of the DICE community of interest. These areas were:

e Improvement of overall file system performance.

e Improvement of file system metadata performance as measured by segregating metadata
and comparing performance when served from rotating disk and from RAM-based
storage.

e Extending the productive use of memory-limited LINUX clusters by comparing the effect
of swap file placement on RAM-based storage with placement on rotating disk storage.

Test results for the file system and file system metadata performance generally supported the
hypothesis, although perhaps not as dramatically as was initially anticipated. Post-experimental
analysis suggests that the effect of multiple levels of caching acting on the rotating disk
subsystem may have exaggerated disk performance, accounting for at least some of this
discrepancy. Cache performance derives virtually all of its benefits from actually having the
pertinent data in the cache when it is needed, which, in turn depends on various other factors,
including locality of reference in the data and in the meta-data server being able to access cache
data sufficiently quickly to respond to the volume of client application requests. Further testing
has been proposed to identify and quantify the effect of conventional disk caching so that
appropriate use of RAM-based storage can be better defined.

Results comparing the effect of swap file placement supported the hypothesis that meaningful
workload could be extended in memory-limited clusters. This finding could be of benefit to
members in the DICE community of interest when faced with temporary spikes in application
memory requirements such as might occur in an academic research context. We believe that this
philosophy — using external memory to extend fixed capacity systems — will in turn extend to
SMP-based processing centers and provide similar benefits in these environments as well.

2 Introduction

2.1 DICE

As the computational capabilities of modern computer systems continue to grow, scientists,
engineers, and researchers are engaged in a never ending process to push the envelope,
attempting to solve more and more complex interdisciplinary problems. In the process of solving
these problems, large volumes of data are generated that must be analyzed, stored, catalogued,
and retrieved. Both the large data sets being generated and the sheer amount of data have created
a data management bottleneck in the everyday computational user’s workflow. Scientists have to
spend more time managing data than ever before, greatly reducing valuable research time.
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Along with the increase in computational capabilities, network bandwidth has grown
dramatically. This increase in network capabilities has, over time, alleviated many problems with
respect to data movement, while providing additional opportunities for scientists to generate even
more data. Hence, like a self-fulfilling prophecy, more bandwidth and faster systems exacerbate
the problem thereby creating a perceived need for still more bandwidth and higher performing
systems. Like the tiger chasing his tale, the faster we go, the further behind we fall.

The Data Intensive Computing Environment (DICE), founded by the Aeronautical Systems
Center (ASC) Major Shared Resource Center (MSRC)' and administered by AVETeC has
created a partnership between the scientific data generators and the vendor community whose
purpose is to overcome these bottlenecks. DICE is a joint test bed for cutting edge technology,
both hardware and software, shared between the ASC MSRC, the Ohio Supercomputing Center
(OSC)?, and the NASA Center for Computational Sciences (NCCS)® This test bed is designed to
provide a proving ground for advanced technology specifically designed to assist scientists in
attacking the problems associated with data intensive computing.

Figure 1: Interagency test bed.

2.2 VION Corporation

ViON Corporation (ViON) is a small, veteran-owned firm, located in Washington, DC. Since
1980, ViON has specialized in designing, delivering and maintaining advanced processor and
storage solutions to high performance, enterprise-wide data centers throughout the federal, state,
and local governments. ViON focuses on solutions addressing High Performance Computing and
Storage, Enterprise Storage, Disaster Recovery, Server Consolidation and Business Continuance
in the UNIX, LINUX, z/OS and NT environments.

2.3 NASA Center for Computational Sciences (NCCS)

The NCCS is part of the Computational and Information Sciences and Technology Office
(CISTO) of Goddard Space Flight Center's Sciences and Exploration Directorate. The NCCS’s
core mission is to enable scientists to increase their understanding of the Earth, the solar system,
and the universe by supplying users with state-of-the-art high performance computing (HPC)
solutions. To accomplish this mission, the NCCS (http://nccs.gsfc.nasa.gov/) provides compute

! http://www.asc.hpc.mil/, located in Dayton, OH; part of the Department of Defense (DoD) Modernization Office.
? http://www.osc.edu/, Springfield, OH location.
? http://www.nccs.nasa.gov, Goddard Space Flight Center, Greenbelt, MD.
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engines, mass storage, and network solutions to best meet the specialized needs of the Earth and
space science user community.

The NCCS has traditionally supplied compute hosts configured to provide capacity computing
for the general science community. The majority of the application runs performed on the current
NCCS systems requires a relatively small amount of resources (64 processes and less). However,
many thousands of these runs are executed throughout each year. In addition, a sizable subset of
the application runs requires a much larger set of resources for those larger application runs (64
processes and above).

The NCCS supports dozens of Earth and space science applications, each with unique
requirements and profiles. Given the current lifecycle of the existing HPC systems and the desire
to continue to support capacity computing for the science community, NCCS seeks to find
practical ways to meet new ‘“‘customer” requirements with existing systems. In general, the
NCCS customer application space has many of the following characteristics:

e Highly coupled parallel jobs using primarily the Message Passing Interface (MPI), but
some support a combination of MPI and OpenMP threads.

e Limited individual node memory — memory aggregates only through the cluster.

e Latency and bandwidth dependent applications that require better performance than can
be met by typical GigE capabilities, especially with respect to latencies.

¢ Floating point intensive applications that are not cache friendly. In these cases, high
memory-to-processor bandwidth is extremely important.

e Typical jobs require 4, 8, 16, 32, or 64 processors.

e Applications write to the file system in bursts during which a significant fraction (5% to
20%) of the memory must be stored at regular intervals.

The following user groups, applications and frameworks provide a general discussion of the
types of work and applications supported by the NCCS. This list and the information found in
these sources should be viewed only as a representative sample of the types of the user
community, applications and frameworks being used on the NCCS systems. By no means is this
list conclusive.

e (Goddard Institute for Space Sciences (GISS)

0 The climate modeling program at GISS, see http://www.giss.nasa.gov/ for more
information, is focused on three-dimensional (3D) General Circulation Models
(GCM) and coupled atmosphere-ocean models for simulating the Earth’s climate
system.

¢ Global Modeling Initiative (GMI)

0 The goal of GMI (http://gmi.gsfc.nasa.gov/gmi.html) is to develop and maintain
3D chemistry and transport models in order to assess the impact of various
perturbations on atmospheric composition and chemistry.

¢ Global Modeling and Assimilation Office (GMAO)

0 As an example of the GMAO (http://gmao.gsfc.nasa.gov) research global forecast

models using three distinct forecast systems to a high degree of resolution are run
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throughput the hurricane season. These forecasts emphasize the use of satellite
observations to address various aspects of weather and climate prediction.

2.4 Description of the VION RAM-based HyperStor Technology

The RAM-based storage system proposed for use in this project is the VION HyperStor storage
appliance.' HyperStor is based on fast DDR DRAM media (instead of mechanical rotating
drives). Performance of a cluster of HyperStor modules should scale in a linear fashion. There is
no theoretical limit to the storage capacity of a HyperStor cluster. Its low latency (< 15 u sec)
and high data rate would appear to allow support for dozens of servers simultaneously.

A single module of HyperStor can provide the following capabilities.

Approximately 3 GB/s throughput
430,000 IOPS

Up to 128 GB of storage

1 to 8 FC links (2 Gb and 4 Gb)

1 to 4 Infiniband Links (10 Gb)
Hot-swap modules

The HyperStor presents itself to the host operating system as a simple JBOD disk. In its simplest
configuration, HyperStor connects to a host via a direct link through a Fibre Channel host bus
adapter. In an expanded configuration, it can be linked into the infrastructure through Fibre
Channel switches. Full monitoring and configuration capabilities are available using any
browser, via a protected Java applet. In a more complex installation users can select from a mix
of Fibre Channel and InfiniBand interfaces.

The HyperStor system provides many standard RAS features including: complete Chipkill-
protected RAM (making it immune from single bit errors), redundant hot swappable power
supplies, failover Fibre Channel ports, an internal UPS backed up by three redundant internal
batteries and redundant power supplies, and four redundant, RAID protected hot swappable,
backup disks.

This Research Project suggests several different methods for enhancing the capacity computing
capability of current Linux cluster-based systems within the NCCS. The objective of this project
was to identify, install and test advanced RAM-based storage systems with a view towards
improving both performance and testing scope of existing distributed platforms.

3 Project Overview

3.1 Project Description

Specifically, this project was designed to test the applicability of a RAM-based storage system
for alleviating storage related bottlenecks within a typical high performance computing
environment. It has been NASA’s experience that file system performance is one of the primary

! http://www.vion.com/hyperstor
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factors determining the usability of a compute engine for high performance computing. A more
stable file system with better throughput directly relates to better (more) results obtained by the
end-users. In addition, such a storage system can impart a “smoothing effect” resulting in
consistent I/O times on the systems to which it is attached. The integration of a RAM-based
storage system into an HPC environment is intriguing for many reasons.

1. Overall File System Performance: RAM-based storage systems will obviously out-
perform spinning disks. For those applications that require the utmost in file system
performance (like certain database applications), RAM-based storage systems will be the
only option. In a HPC environment, however, only certain types of applications may
require this type of storage. Some applications deriving benefit might include kernel
compiles, file system formatting (newfs), and system imaging (bi-directional).

2. Metadata Performance: Some clustered file systems suffer greatly, not from total
throughput, but from basic metadata performance. File systems and directories with a
large number of files put a burden on the metadata performance. In a multi-user
environment with a large number of interactive sessions, highly performing metadata is
the key to success. RAM-based storage systems used for metadata provide an easy
method for substantially reducing metadata response times in a multi-user environment.
In order to take the best advantage of using RAM-based storage for accelerating
Metadata, data and Metadata must be separable.

3. Augmenting the Memory of a Compute Engine: Additional available memory to a
computational cluster provides the obvious benefits of being able to perform higher
fidelity simulations without increasing the number of processors required. Can a RAM-
based storage device provide a benefit in a cluster computing environment for general
applications?

3.2 Equipment Description

Figure 2 shows a logical connectivity diagram for the DICE equipment used for the testing of the
HyperStor. Details of the individual components are included in the following sections.
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Sun Fire X4200 SuperMicro Server Panta Compute Cluster

McData FC

Mellanox IB Switch
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4x DDR 1B

ViON HyperStor

HDS FC
Figure 2: Logical connectivity diagram of the DICE test bed components used for this paper.

3.3 Panta Cluster System

As a representative compute cluster for the DICE node, an eight (8) node Panta System has been
deployed at NASA. The compute nodes on the Panta System have the following specifications:

4 socket dual core AMD Opteron Model, 2.0 GHz
8 GB of RAM on each node

SuSE Linux (SLES9) ProPack3

Mellanox Infiniband HCA (dual port) on each node
24-port Mellanox switch

3.4 SuperMicro File Server Node

As file servers for the Panta cluster, two SuperMicro nodes have been configured with
connectivity into the Infiniband switch. These nodes have the following configuration details

2 socket single core Intel Xeon EM64T processors, 3.0 GHz, 2MB L2 Cache
4 GB of RAM on each node

Internal cache buffered RAID 1 array with 2 x 250 GB SATA drives

Red Hat Advanced Server 4

Mellanox Infiniband HCA (dual port) on each node

Page 9 of 21
Prepared by the ViON Corporation and the NCCS for the DICE Project.



HPC Data and Metadata Acceleration via a RAM-based Storage Device

“dice
e Sun/Emmulex 2 Gb FC HCA (dual port)

3.5 Sun Microsystems Model x4200

Each DICE node also has a representative hierarchical data management server running on a Sun
Fire X4200 with the following specifications:

2 dual core AMD Opteron, 2.2 GHz

4 GB of RAM

2 x 73 GB SAS internal drives

2 x Qlogic 4 Gb FC HBAs model 2342
e Solaris 10 June 2006

3.6 Disk Arrays and FC Switch

Two disk arrays were used throughout the testing with the following configurations. It is not the
purpose of this white paper to discuss the benefits of using a HyperStor in the place of traditional
disk subsystems for data serving. Rather, these disk subsystems were used as control devices to
show the added value of a HyperStor device.

e Hitachi Data Systems
o FC
0 2x4GbFC
0 16 GBRAM
e McData Sphereon 4700
0 32x4 GbFC ports

3.7 VION HyperStor

A single chassis of ViON HyperStor RAM-based storage model 4190 contained in a 4u 19” rack
mounted cabinet. The HyperStor is configured with the following:

e 4x4GbFC ports
e 2x10GbIB (DDR 4x) ports
e 32 GB DRAM Storage Capacity

4 Project Goals

This Research Project suggests several different methods for enhancing the capacity computing
capability of current Linux cluster-based systems within the NCCS. The objective of this project
was to identify, install and test advanced RAM-based storage systems with a view towards
improving both performance and testing scope of existing distributed platforms.

5 Tests and Evaluations

There are a wide variety of tests that could be run with across the different test components. This
white paper addresses only some of the initial tests in the following areas. Table 1 shows the
targeted evaluation matrix that the team is striving toward completing. The details of the test and
initial results are presented in the next section.
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Table 1: Complete test matrix for the different test bed components.

Server

HyperStor

FC

HyperStor
IB

SuperMicro Simple File System e Simple File System Simple File System

File Server StorNext o StorNext StorNext

Nodes Performance Performance Performance
Separate Data and e Separate Data and Separate Data and
Metadata Metadata Metadata
Swap e Swap Swap
Streams e Streams Streams

Sun Fire SAM-QFS o SAM-QFS SAM-QFS

4200 Performance Performance Performance
Separate Data and e Separate Data and Separate Data and
Metadata Metadata Metadata

Panta File System e File System File System

Cluster Performance Performance Performance

Compute Swap e Swap Swap

Nodes Streams e Streams Streams

6 Evaluation Results

6.1 Overall File System Performance

Using the industry standard, freely available test utility, xdd, we established baseline capabilities
for read and write performance from individual nodes to each storage system. For these tests, a
single threaded write of a 4 GB file was timed for an ext2 file system (removing the deleterious
effects of journaling) on three different attached storage subsystems: (1) HDS over FC, (2)
HyperStor over FC, and (3) HyperStor over IB. Direct I/O was used for all tests.

Initial throughput tests from a SuperMicro server to a “raw” device defined on the HyperStor to
an Infiniband connected storage channel were run to measure the peak throughput of the device.
The tests showed a throughput of 800 MB/sec read and 750 MB/sec write over a single IB
connection. As file systems add overhead, this test set the high water mark for the HyperStor to
this server.

As one would perhaps expect, the InfiniBand connected HyperStor storage system showed the
highest bandwidth performance for single threaded throughput of both small and large block size
writes to a file system. For small block writes (see Figure 3), the HyperStor over InfiniBand
quickly dominates the FC connected storage devices with a peak throughout of just under 400
MB/sec for 64K block sizes. This speed difference is consistent with the differences in interface
speed, 10 Gb/s vs. 4 Gb/s.
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Small Block Writes
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Figure 3: Single thread throughput of small block size writes to a fixed file size.

For large block writes (see Figure 4), the InfiniBand HyperStor showed the highest sustained
performance of just over 730 MB/sec. This is a dramatic throughput figure for a single
SuperMicro server over IB to a single storage subsystem.

Large Block Writes
800

700

600 -

—+—HDS FC
- HyperStor FC
HyperStor 1B

500

400

300

200 5,_‘.;,: S .

100

Throughput (MB/sec)

0

0 5000 10000 15000 20000
Block Size (KBytes)

Figure 4: Single thread throughput of large block size writes to a fixed file size.

Multi-threaded tests were also run to the IB enabled HyperStor device to one of the cluster
(Panta) nodes. For these runs, multiple writers and readers (from 1 to 16 threads) were run from
a single node to the HyperStor device over a single IB connection. In all cases, the total amount
of data transferred (20 GB for these tests) was kept constant regardless of the number of threads.
Thus a single thread would write and read a 20 GB file, whereas two threads would each write
and read 10 GB files, and so on.
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Program

Multithreaded Writes
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Figure 5: Multi-threaded write throughputs for a fixed total amount of data.

As seen in Figure 5, the maximum write throughput from a single node was between 800 and
900 MB/sec, and very little difference was seen in the overall throughput as the request size, or
block size, was changed.

Multithreaded Reads

1000.0
900.0
800.0
700.0

600.0

MB/sec

500.0

400.0

300.0

200.0

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16
Threads

Figure 6: Multi-threaded read throughputs for a fixed total amount of data.

Figure 6 shows the corresponding read throughputs for the same set of tests. In this case, a
maximum read throughput over a single IB connection peaked out around 700 MB/sec. Again,
very little difference was seen in the throughputs as the block size is varied.
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6.2 Metadata Performance

Shared or clustered high-performance file systems are common and are essential tools for all
HPC centers. Since clustered file systems usually require metadata servers (these are generally,
but not always, dedicated servers), understanding metadata server performance is crucial to the
HPC community. Some clustered file systems’ throughputs suffer greatly, not because of basic
I/O throughput, but rather from basic system performance of the metadata server itself. File
systems and directories with large numbers of files can put a substantial burden on the metadata
server performance.

In multi-user environments with large numbers of interactive sessions, highly performing
metadata is the key to success. RAM-based storage systems used for metadata servers could
provide a relatively easy way to increase metadata response in a multi-user environment. In order
to take the best advantage of using RAM-based storage for Metadata, data and Metadata must be
separable.

6.2.1 Metadata Test 1

For this test we used essentially the same scenario as for the file systems test 2 above. In order to
measure performance of metadata server file systems, we established a test scenario requiring the
construction of a complete Linux kernel, compiling with the gcc compiler. This test would
emulate many users doing many things using the clustered file system. The test itself forced the
reading of many different sized files and the writing of at least one large file. In order to remove
effects of cache, and to generate realistic user loads, multiple threads were implemented using
different source trees and output locations.

The following tests were run from two SuperMicro storage servers with dual ported 2 Gb fibre
channel connections with an ADIC StorNext file system. The tests were run on a single file
system, and hence, only one of the servers was serving out metadata. In order to inundate the
metadata server and overwhelm any metadata caching effects, simultaneous runs of one, two,
and four kernel builds were run on both servers. Therefore, at the peak, eight kernel builds were
being run from two servers to a single file system. Three different test cases were considered:

1. Data and metadata located on the HDS SAN (FC connection).
Data on the HDS SAN (FC connection) and metadata on the ViON HyperStor (FC
connection).

3. Data on the HDS SAN (FC connection) and metadata on the ViON HyperStor (IB
connection).

Initial tests showed the single kernel builds took about 26 minutes of wall clock time. By the
time all eight kernel builds were running, they finished in about 60 minutes of wall clock time.
The initial results did not show any significant improvement when StorNext metadata was being
served off of the HyperStor. It does not seem at this point, that these tests were enough to thrash
the StoreNext server’s cache, and therefore, the majority of the metadata being served off of the
metadata server was coming out of one or more of the many cache devices in play. Certainly
some of the data might have been served from the HDS cache as well. In this scenario, the
StoreNext server, the HDS SAN, and the HyperStor are all serving metadata off of solid state
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devices, and one would not expect any significant differences. The authors are looking into this
further to design more thorough tests to eliminate these caching effects.

6.2.2 Metadata Test 2

Using I0Zone, a fixed file size (fixed number of bytes) was written on the Sun Fire X4200 to a
SAM-QFS file system. First, a SAM-QFS file system was built on the HDS FC disk and both
data and metadata were served off of the HDS disk subsystem. Figure 7 shows a maximum write
throughput of around 130 MB/sec for a single stream write and falls off to below 100 MB/sec as
more streams are added. In addition, the maximum read performance on the HDS was also seen
with a single writer and then leveling off to just under 200 MB/sec as additional threads are used.

Benefits of Separating Data and Metadata

300,000.00

250,000.00

»
200,000.00 -

150,000.00

KB/sec

100,000.00 -

—&— Write: MD on HyperStor
—#—Read: MD on HyperStor
50,000.00 Write: MD on HDS
Read: MD on HDS

0.00 T T T T T T T T T T T T T T T
1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

Threads

Figure 7: Read and write performance comparison when serving metadata for a Sun SAM-QFS
file system on the ViON HyperStor.

Then a second SAM-QFS file system was built with the data still being served off the HDS but
with the SAM metadata on the HyperStor. A clear benefit is seen in the figure by serving
metadata from the solid state device as the number of threads increase. The write performance
slightly increases to a steady state of about 120 MB/sec, while a dramatic increase is seen in the
read performance. The maximum read performances see serving metadata on the HyperStor is
approximately 280 MB/sec.

The Sun system and HDS was configured with two 4 Gb FC connections (theoretical peak of
around 400 MB/sec). The authors realize that a significant amount more work needs to be done
to optimize SAM-QFS on both the HDS and HyperStor and run these tests again.

6.3 Augmenting the Memory of a Compute Engine

While the HPC community represents the state-of-the-art in computer designs and applications,
it does not always have unlimited budgets. New equipment is not available just because it is
available, and funds to upgrade a cluster can be hard to come by. Sometimes, the sheer scope of
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data needed for a problem set is limited by the amount of RAM available in a particular

architecture. In a perfect world, all problems would be run on a system large enough to
accommodate them — alas, this world is not a perfect one.

Many clusters currently deployed throughout the HPC community were purchased when a single
node could present perhaps 2 GB of memory or, perhaps 4 or 8 GB at best. As time has passed,
the newer Intel and AMD based clusters can accept far more memory. Nodes installed prior to
2005 are generally subject to these limitations and are not easily susceptible to increasing
memory. In those cases where new purchase funds are available, it is not always economically
feasible to configure a cluster with sufficient memory to meet all possible requirements.

Even in cases where new cluster nodes are being purchased now, doubling the memory of a
cluster environment could increase the costs of a cluster by approximately 1/3 of the total cost;
since these nodes do not always require more memory, sinking scarce research capital into
augmenting memory is not always feasible. Using RAM-based storage system as individually
assignable extended memory for specific applications within a clustered environment may
provide a different and more economical approach when configuring clustered environments for
different types of applications. Moreover, the RAM-based device seems to allow for more
flexibility than single purposed main memory in a cluster environment. As systems
architecture(s) change, RAM-based storage will continue to be effective, requiring only plugging
into any new system to continue in use. Certainly in cases where a large array of data, perhaps an
image, bit map or graph must be analyzed, it is not effective, from a performance standpoint, to
break the analysis up into multiple smaller searches, forcing results aggregation into yet another
cycle.

The idea of this test was to see if solid-state technology could be used to extend the usage
envelope of a node with a relatively small amount of memory available for an HPC application.
For the test application, we selected the HPL portion of the HPCC benchmark (version 1.0.0).
Tests were run on a single node of a cluster with 10 GB of RAM and a local hard drive. The
node of the cluster had 4 Opteron 2.0 GHz dual core processors for a total of 32 GFLOPS peak
computing capacity.

Two types of tests were run from identical nodes. The first node was configured in the traditional
manner of using the local hard drive for swap space (64 GB of hard drive space were available
for swap). The second node was configured with swap available over a single IB connection to
the HyperStor device (32 GB of space was available in this case). Table 2 shows the results as
the HPL problem size grows such that the resulting matrix is too large to fit in main memory.
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Table 2: HPL results comparing swap on local disk and over IB to a HyperStor device.

Matrix size (Elements) | Swap on Local Disk Swap on IB HyperStor

N GFLOPS | % of Peak | GFLOPs % of Peak
30,000 24.75 77.34% 24.81 77.53%
31,000 24.95 77.97% 24.72 77.25%
32,000 24.50 76.56% 24.44 76.38%
33,000 24.63 76.97% 24.46 76.44%
34,000 24.46 76.44% 24.34 76.06%
35,000 24.63 76.97% 24.44 76.38%
36,000 4.59 14.34% 23.45 73.28%
37,000 0.96 3.01% 19.05 59.53%
38,000 15.53 48.53%
39,000 11.62 36.31%
40,000 9.82 30.69%

Figure 8 shows a graphical comparison of the results from the two nodes as the size of the
problem moves into swap space. While the overall performance of the node suffers no matter
what happens when the problem size forces swap to be used, it can easily be seen that the
HyperStor swap enables the node to maintain a high level of effective use for a computationally
intensive application such as LINPAC.

Linpack Performance Comparison
Overall HPL performance versus matrix size
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Figure 8: Overall HPL performance comparison using swap on a HyperStor and local hard
drive.

Figure 9 shows the measured percentage of CPU utilization used by the user, or the HPL
application for all the runs. This graph supports the assertion that enabling swap over IB to a
solid-state device allows an application to continue to perform useful work as the problem sizes
grow beyond swap. It is estimated that by the problem size of N=40,000 as much as 2 GB of
swap is being used, resulting in a substantially larger problem that can be realistically calculated
on one of the cluster nodes.
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Linpack Performance Comparison
Percent of user CPU utilization versus matrix size

100.00%

o
90.00%

\ \ —&-HyperStor: User ||
80.00% \ —B- Local: User ]

70.00%
60.00% -
50.00% -
40.00% -
30.00%

User CPU Utilization (%)

20.00%
10.00%

000% T T T T T
30000 32000 34000 36000 38000 40000 42000
Matrix Size (N)

Figure 9: Overall user CPU utilization during the HPL runs as measured by sar when using swap
on a HyperStor and a local hard drive.

In conclusion, the use of a very high-speed RAM-based storage system in the form of extended
memory, by mounting swap on such a device, can provide benefit, especially to operators of
older cluster nodes. The majority of users of HPC systems will scale their applications in such a
way that the application will fit within the memory size of a node. Therefore, those types of
applications do not require the extended memory capability over IB.

However, the authors believe that such a device will be a viable solution for a number of
different scenarios. For example, memory leaks within applications can cause large amounts of
swap space to be used on compute nodes. In such cases, it has been seen that the compute nodes
lock up and file systems may lock up causing consequences that reach beyond the single node.
Augmenting the swap space of a node over IB could help to alleviate this type of problem. As
another example, applications may wait within a queue for certain memory sized nodes to
become available. By dynamically allocating swap space from an IB enabled HyperStor device,
nodes with larger memory space can be virtually created creating a shorter turn around time for a
user’s application. In these cases, the application may run slower, but the user will get a quicker
time to solution because the application is not waiting in the queue for significant periods of
time. Using the extended memory in these fashions can provide an immediate and large benefit.

7 Analysis of Deviations from Predictions

The tests were designed to assess the applicability of high-speed RAM-based devices to
overcome some operational limitations facing HPC system users — in particular those associated
with I/O and storage. The results reported do demonstrate that employing this technology for
certain applications can dramatically increase system performance. In some cases, improvements
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that are easy to implement, integrate, and use can nearly double the measured performance for
certain file system capabilities.

The results of the extended memory application using the HPCC LINPAC code were also very
promising. The authors are not recommending that this solution be used to solve every problem,
but for certain applications, these results do point a way to use this technology to increase the
problem size and fidelity of an application that can be computed within a single node of a cluster.
Sample applications could include the dynamic creation of file systems or swap space for nodes
within a cluster or main frame applications in order to perform higher memory problems.
Coupled with a dynamic method for allocating and freeing space over high speed interconnects
like IB, the HyperStor device is a very powerful and adaptable solution for a wide range of
problems — many of which the authors will continue to explore in the future. In addition, recent
advances in the IB stack and drivers have resulted in significant speedups for file system
performances over IB.

The benefits for the StorNext architecture was not as pronounced as the authors expected. We
believe this is primarily a function of the testing limitations and not the capability of the
HyperStor device. Further tests are needed to scale up the testing to a level that would stress the
cache memory inherent in the StorNext segment servers.

8 Conclusions

The initial tests clearly demonstrate the added value of the RAM-based devices in a number of
ways. A HyperStor IB connected storage device can allow for maximum flexibility into an
existing cluster environment to augment file systems, separate data and metadata, create
additional, and much, much faster swap space, as well as potentially many other uses.

In many ways, this may be the most desirable, flexible, easiest, and potentially the most cost
effective way to augment the capability of an existing cluster or mid-range SMP system.
Augmenting the memory for existing clusters often requires an entire DIMM swap, replacing
smaller memory DIMM’s with larger ones. This occurs simply because the original storage was
configured in such a way to maximize the bandwidth to RAM by using all available memory
channels. Consequently, all memory slots are full, and the only way to increase the memory is to
swap out all DIMMs. When one considers the cost of memory this can be very costly; in some
cases, additional memory just cannot be added. In any event, augmenting physical memory
would certainly require downtime for each node, and physically intruding into each node to
remove and insert memory. With commodity cluster nodes, there can be a high mortality rate of
nodes whenever changes are made inside the chassis.

Deploying small RAM-based storage configurations as part of a data center’s infrastructure will
permit ad hoc use of this technology as needs arise and requirements change. As is usual with
initial progress reports, one of the main take-aways from this study is the identification of large
number of unknowns that have been discovered and consequently the large number of further
tests that need to be run.
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9 Proposed Next Steps

Some of the open questions and future tests include:

e General file system related 1/0: The SAN attached file systems reported in this paper are
not getting near their best performance. The authors would like to tune the SAN attached
storage to maximize the throughput to provide a more representative comparison between
the SAN storage and the HyperStor storage device. Enhancements of these sorts could
lead to generally improved research performance, applying to such commonplace
activities as large project recompiling, database designs, and high-speed data extraction
from ephemera (sensor or telemetry data).

e Metadata architectures: There appeared to be little difference between the HDS and the

HyperStor in the StorNext metadata testing. The authors believe this was due to the large
amount of cache within the HDS, and to the small number of data paths used. Using the
commonly deployed SAM-QFS shared file systems we were able to demonstrate
significant performance enhancement by hosting metadata on enhanced storage.
We believe therefore that these tests need to be revisited and designed in such a way to
overcome any cache related effects. We also believe that using more increased numbers
of connection paths should point to additional scaling benefits to be derived from
InfiniBand and advanced Fibre Channel connectivity.

e Extended memory architecture: The authors would like to continue to explore how the
solid state device could be used to extend the memory of nodes within a cluster with the
Streams benchmark. This benchmark could potentially show the processor to HyperStor
bandwidth. By creating swap space for one or more nodes within a cluster on HyperStor,
larger problem sizes can then be executed within a node. For many applications, this
could be extremely desirable, providing significant cost savings by extending the life of
already capitalized systems.

Perhaps the most exciting next step proposed for the RAM-based storage system is to look for a
method to checkpoint running applications in a cluster environment. Current cluster technologies
are being used for large-scale applications with long run-time requirements. The likelihood of
node failures, within a cluster environment, affecting a running application and causing adverse
impact on productivity is quite high. Because many applications do not checkpoint themselves,
valuable application runtime is frequently lost if node failures occur. This phase of the project
will attempt to identify a new method for accomplishing high-speed checkpointing of large-scale
cluster applications through the use of multiple virtual environments (using Oxen or related
technologies) installed on individual cluster nodes. Applications will be initiated within the
virtual environments and then the virtual systems will be triggered to be checkpointed to the IB-
based RAM storage device. It is unclear at this time if the state of parallel applications can be
sufficiently checkpointed in this manner. Therefore, this will be used as a proof-of-concept for a
potential checkpointing method, lessons learned will be documented, and performance
characteristics will be measured.
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