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Technical Update for Nirvana 

The information below is an overview of the issues that Nirvana has resolved or is currently resolving for 
the Department of Defense (DoD).   

One major obstacle Nirvana has overcome pertains to running SRB as root. As Nirvana has been working 
with DoD, it appears that this requirement has changed.  

 Nirvana has made the following statement, “The customer doesn’t seem to be too concerned running 
SRB as root,” so they have made no changes in this area. 

An area that has changed is the configuration of the user metadata.   SRB 2010 will incorporate the 
MCAT Schema so that either method (parent or file) can associate with each Smeta policy.  

Note the section from the original report below for more information concerning this issue:   

“User metadata is assigned at the file level; this required a large set of data files to have a 
corresponding metadata xml file. The Smeta daemon was changed to allow for either directory 
level or file level. This was accomplished by setting an environment variable 
SMETA_METHOD=parent. A future release of SRB will incorporate a change in the MCAT Schema 
so that either method (parent or file) can associate with each Smeta policy.” 

An area Nirvana continues to work on includes the SSH protocol. They have made the statement below 
regarding this issue: 

“This is still a requirement. There has been more discussion on this topic. AFRL (John Gebhardt) 
is thinking to implement the DoD version of Kerberos at DICE so that we can do testing with the 
actual version of Kerberos that HPCMP is using. The DICE testbed is using a different version 
than HPCMP.” 

Note the section from the original report below for more information concerning this issue: 

“SRB requires a consistent version of SSH (openSSH 5.0) to be installed across the servers for 
Kerberos authentication to work, it was discovered AFRL had an incorrect version of SSH on one 
of the servers which was not correctly forwarding credentials. Once this was corrected SRB was 
configured to authenticate using Kerberos between the server and agents. In addition, the 
following entries were required in the path to properly pick up executables: 
/usr/local/krb5/bin:/usr/local/ossh/bin” 

The following four examples are several of the areas Nirvana has been working to resolve. The first 
example states, “The system attribute values must be of any type, including binary, text, 
integer, loat/double, arrays (lists).” This test criterion has been met. Nirvana made the following 
comment: “The system can support text, integer and lists. Float/double and binary are supported as of 
SRB 2010.” The next example states, “Permissions and security of attribute information must be 
equivalent to that of files.” This test criteria has also been met with the following comment from 



Nirvana: “SRB 2010 Alpha already synchronizes UNIX owners with SRB. UNIX mode will also be available 
in SRB 2010.” 

Two test requirements have not yet been met. The Nirvana team continues to work toward a solution 
pertaining to the following two test criteria: “The system may notify owner by email when file(s) are 
going to be removed completely (not just flagged for deletion).” Nirvana made the following comment 
pertaining to this requirement: “Not available as of v3.2.01; planned for v3.3 – CAS. Not available in SRB 
2010 but part of the proposed enhancements for HPCMP.” The fourth test requirement states, “The 
system must be able to detect data corruption and react either automatically or reporting to the site 
system administrator.” The response from Nirvana, “Not available as of v3.2.01 – CAS Not available in 
SRB 2010 but part of the proposed enhancements for HPCMP,” reflects their efforts to meet all test 
criteria.  
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1. Introduction 
 
Information life cycle management (ILM) is a comprehensive approach to managing the flow of 
information data and associated metadata from creation and initial storage to the time when it becomes 
obsolete and is deleted. ILM enables more complex criteria for storage management than data age and 
frequency of access.  

ILM products automate the processes involved, typically organizing data into separate tiers according to 
specified policies, and automating data migration from one tier to another based on those criteria. As a 
rule, newer data, and data that must be accessed more frequently, is stored on faster, but more 
expensive storage media, while less critical data is stored on cheaper, but slower media. However, the 
ILM approach recognizes that the importance of any data does not rely solely on its age or how often it's 
accessed. Users can specify different policies for data that declines in value at different rates or that 
retains its value throughout its life span.1 

2. Background 
 
The Department of Defense (DoD) High Performance Computing Modernization Program (HPCMP) has 
formed a Storage Initiative (SI) team to investigate the program’s current storage architectures across the 
centers. Today, HPCMP is responsible for four major centers and a disaster recovery site.  
One of the key areas of concern to the Storage Initiative team is the storing, managing and organizing of 
user data.  
 
An Information Lifecycle Management (ILM) solution could provide capabilities that will enable more 
effective understanding and management of user data files. The HPCMP Storage Initiative team 
partnered with the Data Intensive Computing Environment (DICE) Program Management Team to 
conduct a technical evaluation of Nirvana’s Storage Resource Broker (SRB) product within a HPC 
environment to gain a better understanding of the functionality and integration requirements. 
 
Nirvana, a division of General Atomics established in 2000, commercializes data grid technology 
originally developed at the San Diego Supercomputer Center (SDSC), which was founded and operated 
by General Atomics. Nirvana is located in San Diego, California, and provides advanced data solutions to 
government, research and industry customers in the United States, the United Kingdom, Germany, India 
and other countries around the world.2 

Nirvana’s SRB software offers a data grid ILM implementation spanning geographically diverse 
enterprises with heterogeneous legacy compute environments, SRB enables the federations of users and 
data into effective collaborative groups.  SRB is client/server middleware that connects applications with 
diverse data resources including file systems on Storage Area Networks (SANs) or Network Attached 
Storage devices (NAS), and online Content Addressed Storage (CAS) disk archives such as EMC 
Centera.  

                                                      
1 SearchStorage.com, What is Information Life Cycle Management?,20 November 2004  
2 NirvanaStorage.com, About Nirvana 
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2.1 Offered Capabilities  
 

Table 2.1 below describes the capabilities Nirvana is offering in their ILM product. The data is 
generally available on the Nirvana’s website (www.nirvanastorage.com), through documentation 
or direct questions to them.   
 

Nirvana 

 
General  

Name & version of ILM software SRB 2008 SP1 (V.3.2.01) – Beta 
General architecture SRB software interfacing with Oracle Express 10g 

database connecting to 3 agents 
Can function in a heterogonous 

environment?
Yes, SRB is not hardware dependent  

Connectivity & Security  

Can the software be setup as a Global 
Namespace?

Yes, the MCAT database can either be centralized 
or local to the site. 

File systems Supported Disk, tape Centera, pdisk, documentum MetaCarta, 
removable disk, hpss, as well as those of all 
supported operating systems. 

OS Supported 32bit Linux OS with Kernel 2.4.20+ and any 64bit 
Linux OS with Kernel 2.4.21+; Red Hat Enterprise 
version 3+; SuSE 9+, AIX, HP-UX, Mac OS X, SGI 
Irix, Sun Solaris 10, Windows 

Relational Databases Supported
ORACLE_10g, ORACLE_9i, ORACLE_8i, 
POSTGRES_8V0, POSTGRES_7V4, 
POSTGRES_7V3, POSTGRES_7V2, MSSQL_9, 
MSSQL_8, DB2_V9, DB2_V8, DB2_V7, 
SYBASE_12, SYBASE_12 

 
Web Browsers Supported IE 5.0 – 7.0,  Firefox 2.0 and above, Safari 

Archives Supported EMC Centera, HPSS, DiskXtender 2000, 
DiskXtender UX (formerly Unitree), AMASS, SCSI 
& FC Tape Libraries 

Job Schedulers Supported Daemon Scheduler (Silm, Metadata, & Sync). SRB 
currently does not interface with job schedulers like 
PBS, LSF, etc. 

Email support (syslogger, Snmp, email) None 

Any future support for IPv6? SRB has not been tested in an IPv6 environment 

Service and Ports Used SRB over TCP/IP Port# 5625 

Performance  
Available benchmark data Performance is dependent on the native I/O. Since 

SRB is running out-of-band, it is not a factor and 
thus there is no performance impact.  
ILM operations like migration can be benchmarked, 
but the results are highly specific and dependent on 
the underlying systems. 

Throughput #’s for read/write The number of transactions is dependent on the 
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transactions database throughput. 
Scalability  

Largest number of files supported today? The largest customer today supports approximately 
200 Million Files 

Largest file size supported today? 200 - 400 TB 
Optimizing scalability The SRB architecture allows for near-linear 

scalability by adding more agents, heterogeneous 
storage systems, and scaling the MCAT as 
required. Limited only by database scalability. 
Each Nirvana component can be configured with 
automatic failover and a Nirvana federation is 
highly scalable even as network links between sites 
become unavailable; a Nirvana federation is highly 
scalable due to its modular distributed architecture: 
1) The MCAT database is highly available and 
scalable using Oracle RAC; each site has their own 
local MCAT database, which is asynchronously 
replicated between sites using Oracle Multi Master 
Replication; as links between sites go down, 
transaction logs are queued and re-synchronized 
when the links come back online. 
2) Multiple MCAT Servers provide load-balancing 
and a failover mechanism for SRB Agents to 
connect to MCAT. 
3) Multiple SRB Agents can be installed on cluster 
nodes and configured as Cluster Resources so that 
multiple data paths are available for load-balancing 
and failover; data can be replicated between 
multiple distributed file systems for disaster 
recovery and fast local data access. 
4) Nirvana SRB is installed out-of-band so that 
native file system access can occur in the same 
fashion as it does “before SRB” without any 
performance impact; such local access can also 
continue undisrupted in the unlikely event that the 
entire SRB system goes down or during system 
updates. 

Reliability and Availability  

Single points of failure As long as the MCAT database is replicated to a 
backup and implemented with failover capabilities, 
there is no concern with a single point of failure. 
The Silm Daemon and Metadata Daemon can be 
running on any of the servers within the federation. 
The Sync Daemon is required to run on the server 
in which it is syncing to SRB. 

Remote capabilities Clients can be accessed remotely via Kerberos 
authentication 

Is there any mechanism for detecting 
data corruption?

Not available as of v3.2.01 

Capacity Planning and Performance 
Analysis 

 

What tools are available to determine 
future capacity needs?

Queries of the MCAT database can be developed, 
for example, the size and count of objects grouped 
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by their owner or curator; such a query could easily 
be run on a regular basis (ILM Daemon scheduler) 
taking a snapshot (Backup ACTION) each time the 
query is run, copying the results into a file system 
as a HTML or XML file; those files could then, for 
example, by inserted back into a database table for 
temporal analysis 

Does the ILM have the capability to add 
capacity on demand?

Additional servers can be added via the Java 
Admin, the srb agent is then installed on the server. 

What is the complexity of adding or 
removing storage devices?

It is very easy to add or remove supported storage 
devices  

What is the complexity of migrating data 
from disk to tape?

This is possible either using a migration policy into 
a SAM-FS controlled file system, which in turn will 
migrate the data to tape as it ages; or, alternatively, 
SRB provides native tape drivers to interface with 
SCSI or FC tape libraries directly – including 
performing of media management. In the latter 
scenario an SRB Tape Resource is created and 
can be used in ILM policies or in manual 
move/migrate commands (i.e., “Smv –R –rsrc 
tape_resource coll_01 coll_01” migrates the entire 
coll_01 collection to tape) 

Are there tools to see how the ILM is 
performing (transactions / minute, # of 

users / transaction, etc.)? 

 No 

ILM Management  

Are ACL’s from HPC system managed 
separately?

Yes, a script would need to be written to integrate 
user’s Unix access control permissions into SRB, 
there is no inheritance within the system. 

Is there a command line interface? Yes, Acommands for client type functions and 
Scommands for administrative functions. 

Is there a GUI provided for ILM 
administration? 

Yes – Java 

Is there a GUI provided for clients? Yes – Both Java and Web 
What types of reports are available for 

ILM administrators?
Reports can be generated using a Data Access 
Interface.  

What documentation is provided for the 
installation and setup?

Documentation is available for installation, 
administration and client applications and 
commands. 

What are the staffing requirements? A full-time DBA responsible for database 
maintenance – backup, index tuning, possibly data 
replication. A SRB administrator to perform system 
design and initial configuration, i.e., Dept of Home 
Security has 13 sites using ½ dedicated SRB 
admin 

Does the ILM support Quotas? Hard? 
Soft? 

No 

Can a user view their quota from the 
client?

No 

Does ILM interface with HSM system 
(SAM-FS)?

Not in the current version. The SAMFS interface is 
still in the works. It will work as follows: the SAMFS 
driver has additional stubs for migrate and stage. 
So if a Physical Resource is created as a SAMFS 
type resource then that physical Resource’s driver 
would understand a ‘migrate’ or ‘stage’ command – 
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meaning that the driver will instruct the underlying 
SAMFS system to migrate or stage the file. Such 
an operation will be available from the ILM Daemon 
as an additional ACTION. If the ILM Daemon fires 
of an HSM migrate for a file, the local system user 
would not see a difference in the SAMFS file 
system except that the underlying file is now 
migrated to tape. But all the file’s attributes (i.e., 
owner, mode, and times) remain intact. 

Can manage direct attached storage – 
delete, move, replicate or consolidate 

based on a specific action?

SRB is capable of managing data based on 
last_access_timestamp, last_modified_timestamp, 
replication_timestamp, original_age, 
last_access_age, replication_age, 
modification_age. SRB supports expressions on 
day’s last access age, original age, replication age, 
modification age. 

Diagnostic and Debugging Tools  

How notifications are sent (success or 
failure)?

None Available 

Is there any mechanism to detect failure 
due to access permissions prior to 

executing an operation? 

No 

Are troubleshooting or diagnostic tools 
available?

Each agent can be checked within the JavaAdmin 
to determine their state up or down.  

Are there trend or pattern reports 
available on storage usage?

No 

What documentation is provided for the 
hardware and software troubleshooting?

The ILM admin training course provides more detail 
on this topic. 

Service and Support  

Support Services Available Nirvana provides installation support during the 
initial setup phase after purchase for a fee. 
Continuing support can be arranged with Extended 
Technical Support and/or Maintenance as 
described below. 

Extended Technical Support 
Many customers choose to receive technical 
assistance on integration and administration issues 
after successful initial installation. For a monthly 
fee, support is rendered via email, telephone, 
and/or live online sessions.  
 
Maintenance 
The Nirvana Maintenance Plan includes 10 hours 
of technical support and unlimited software 
upgrades, updates and bug fixes released during 
the covered period. It also includes access to 
Nirvana’s knowledge database, online forums, and 
other resources for self diagnosis and 
troubleshooting. “Other resources” in our 
Maintenance Agreement references any resources 
other than the knowledge database and online 
forums that may be available and unspecified (such 
as Yahoo! Nirvana Group) or become available in 
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the future. Nirvana Maintenance Plan includes the 
product warranty. The Plan goes into effect (the 
"effective date") upon passing Test & Acceptance. 
Free maintenance received in connection with 
license purchases does not contain the 10 hours of 
technical support. 

How many service employees are 
employed?

Nirvana does not provide direct field customer 
service (with the exception of one commercial 
customer).  Typically an integrator selected by 
customer or distribution partner provides first-level 
service.   

How often is software and firmware 
updated and who performs the 

upgrades?

Nirvana schedules upgrades and releases 
according to its own schedule and development 
priorities, but historically major releases have 
occurred roughly once per year, service packs are 
released as needed.  Upgrades are customer-
installed, performed by system administrator(s) who 
have been through the Nirvana-provided 
Administrator training. 

Do software and firmware updates 
require an outage?

Direct file system access is always available in the 
event of both major and minor release upgrades.  
Minor release upgrades (service packs) can be 
performed one server at a time while the entire 
federation continues operating. Major releases, 
typically one per year, do require downtime. 

Training & Professional Services  

Training Services Available Onsite Training 

Onsite, personalized training is available to help 
implement SRB. All classes include lab exercises 
and class materials with exercise solutions. The 
following classes are currently offered, others can 
be created upon request: 

Administrator Training 
A class for SRB Administrators to gain proficiency 
in installing, configuring, and maintaining an SRB 
Federation. Interactive lab exercises deepen each 
participant's understanding of SRB architecture. No 
prior knowledge of the SRB is required. 

Topics can include: Understanding SRB 
Architecture; SRB Components; Data Retrieval 
Process; SRB Interfaces; SRB Installation and 
Incensing; MCAT Installation; Configuration of SRB 
Clients; SRB Server Control; SRB User 
Management; SRB Location Configuration; SRB 
Resource Configuration; Access Control and 
Ownership; Custom SRB Metadata Schemes; SRB 
Daemons; SRB Data Management; Auditing, 
Database Access Interface (DAI) Overview; and 
Getting Started With DAI, MCAT Reports. 

Technical Training 
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A class for developers who would like to harness 
the full power of SRB. Developers will come out of 
this class with a profound understanding of SRB's 
concepts and architecture. The class is taught with 
many programming examples and live exercises in 
Java or C. Some prior knowledge of Java or C is 
required. 

General topics can include: Understanding SRB 
Terminology; SRB Components; Overview of SRB 
Drivers; Understanding the MCAT; SRB 
Administration; SRB Daemons; Concurrency 
Considerations; Database Access Interface (DAI) 
Overview; Getting Started With DAI; Programming 
with DAI; SRB Protocol and Interaction with 
TCP/IP; Template Language. 

Programming topics can include: Establishing a 
connection through SRB APIs; Data Object APIs; 
Collection APIs; Handling Access with APIs; Query 
APIs; Metadata APIs; and Metadata Query APIs. 

Cost  

What is the typical list price for your ILM 
solution?

List price is not published. 

What are the ongoing costs over the life 
of your solution?

Annual maintenance costs. 

Vendor Information  

Any Department of Defense (DoD) 
references available?

No 

Number of ILM users? All users of our current product use the ILM 
daemon or functionality.   

Number of deployed sites? Large and complex implementations of Nirvana 
with ILM daemon(s) include, notably, NASA 
Remote Data Store, DHS Forensic Data Network, 
and a large commercial list management/direct 
marketing company. 

    Table 2.1 Capabilities Summary 
3. Key Evaluation Criteria 
 
The evaluation assessed: 
 

1. The ability to apply metadata attributes about user data files 
2. The ability to manage policies to control the growth of storage of the user data. 
3. The user-level capability to attach metadata, modify and search information about their data. 
4. The ILM administrator’s ability to configure ILM services (adding systems, users, groups, sites, 

etc.) as needed. 
5. The ability for the software to interface with HPC hardware (HSM, HPC, Tape libraries, etc.) 
6. The security and privacy of metadata to other users – permission management. 
7. The flexibility of command line interface versus Graphical User Interface (GUI)  
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4. Evaluation Setup 
Nirvana provided a beta version of the SRB application SRB 2008 (V.3.2.01) for the server and agents. 
The SRB server and agents communicate via TCP/IP using password authentication through SRB’s 
standard port 5625. The MCAT database was installed on Oracle Express 10g.  
  
 
The DICE node at AFRL provided the file system architecture for evaluating the ILM solution. This 
architecture consists of: 

1) A user file system provided by the HSM, SAM-FS based server. All systems locally mount this via 
NFS version 3. This file system contains all the DICE user directories.  

2) An archive file system provided by the HSM SAM-FS based server. The Archive utilizes a VTL for 
tape images. All local systems mount this file system via NFS version 3.  

3) The IBRIX file system as a fast scratch file system for the AFRL Spirit Linux Cluster. The cluster 
is the only system that has access to this file system.   

 

 
Figure 1 – DICE AFRL File System Diagram 

 
5. Evaluation Results 

 
5.1 Evaluation Findings 

 
5.1.1 Software Installation and Setup 
Prior to the software installation, the install software was uploaded and a srb user account 
created on each of the servers where installed. The user ‘srb’ will be used to reference the 
user id for the SRB application. The software installation did not require root permissions, but 
was required to be installed as the user srb. Initially the srb user permissions were causing 
problems with the installation of the software. Once corrected, each software install 
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encountered an initialization error and required the initialization of the server to be ran 
manually. 
 
The SRB MCAT server was installed on a Dell 2850 along with Oracle 10g Express.  A SRB 
agent was installed on the login nodes of the global file system Dell Cluster (hostname = 
spirit), the archive Sun Solaris system (hostname = ascms1) and on a separate DICE 
provided HP Dual socket xfs mounted file system (hostname = xfs). Much of the database 
configuration was manual and requires a DBA with database administration privileges to 
perform. No additional hardware was shipped from Nirvana for the evaluation 
 
The SRB Installation documentation available is detailed, but lacked some of the database 
setup instructions which were required for the install. 
 
 

 
    Figure 5.1.1: AFRL File System w/ Nirvana Diagram 
 

 System Setup 
 
 Set MCAT parameters. 

The MCAT database configuration is stored in the SRB_HOME/config/mcat.config file. The 
file had to be configured to use the Oracle 10g database and contains the database name, 
user and password. Once testing began it was discovered that the UNIX srb user needed to 
have read/write permissions to all of the ILM user’s directories, requiring each user to 
become a member of the srb group. Since Nirvana stores the Oracle username and 
password in Cleartext in a config file, the file would be accessible to any user in the UNIX 
‘srb’ group and is a security concern for this type of implementation. 
 
In addition, the SRB database account requires access to the command line ‘sqlplus 
srb/password@dbname’ or the SRB Server will not function. This was accomplished by 
accessing Oracle remotely via the client. 



 

10 

 
 Create Locations & Resources. 

Setting up locations and resources required minimal actions through the JavaAdmin tool. 
First the locations are created then the resources within the locations. SRB offers three types 
of resources (physical, logical and cluster). For this evaluation physical resources were used 
to represent data objects stored physically on the Linux file systems. Currently SRB supports 
the following file systems: disk, tape Centera, pdisk, Documentum MetaCarta, removable 
disk, & hpss. For the AFRL environment disk was chosen as the physical resource file 
system type. Communication with AFRL’s HSM was not evaluated since SAM-FS was not yet 
supported; Nirvana intends to support SAM-FS with a future release. Once configured within 
the MCAT database, the SRB agent software is required to be installed on the system of the 
location registered in SRB. 
  
User Setup 
 
Setting up users and domains required little effort. The first step in the setup process was to 
create domains for user accounts to be assigned. Once the domains are in place, the users 
can be created and assigned to the domain. The user’s id will then appear 
username@domain and is considered a unique account in SRB. The user’s user type, home 
collection, default resource, contact information, phone number and Email are stored with the 
user. All of this information is stored in the MCAT database. 

 
Configuring users and domains should be well thought-out prior to configuring in SRB. 
Considerations regarding users who access multiple sites within the federation should be 
addressed and the view in which they would like to see their data (either centralized or 
separate collections) within the client understood prior to configuring domains and users. In 
order to group users across multiple domains, users can be added to groups. The groups 
can then be used within a policy to perform certain operations on the group. Once a SRB 
group is created it cannot be removed. 
 
The main SRB user types are superuser, sysadmin, and staff. The ILM Administrator, known 
as the superuser, has the ability to see, access, manipulate, and delete or disable any SRB 
object within a federation. The administrator user, known as the sysadmin, can only see 
those SRB objects that they were given access to by the Super User or other SRB 
Administrators. Staff Users are the only User Type that represents a "normal" SRB User with 
no particular administrative privileges. Users must be a sysadmin in order to create ILM 
policies which may be of concern if decided to allow general users to create policies.  For 
example, in order to manage an SRB location, the sysadmin needs to have ‘write’ or ‘all’ 
permissions to that location.  
 
When setting up a large number of users, the SRB superuser should consider writing a script 
to initialize the MCAT database. By default each of the user’s authentication schemes will be 
set to password authentication, the script will have to remove this entry and replace it with 
Kerberos authentication to meet DoD security requirements. 
 
ILM Setup 
 

 SRB provides three types of daemons 1) a synchronization daemon (Ssync) which monitors 
registered SRB resources and synchronizes on a predetermined interval; 2) policy daemon 
(Silm) executes policies against SRB registered data, and the 3) metadata daemon (Smeta) 
searches for predefined metadata schemes for assigning user-defined metadata.  In order for 
general users to create their own policies, the Silm daemon has to be deployed by the 
superuser. Once the daemon is deployed, the user can administer it if a) that user has ‘all’ 
access to him/herself, b) that user has ‘all’ access to the Location where the daemon is 
deployed at, and c) that user is of type ‘sysadmin’.   
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 The Sync daemons are required to run on each of the systems wanting to be monitored by 

SRB. The Silm and Smeta daemon are only required to run on at least one of the systems in 
the federation. It is possible to run multiple daemons for load balancing. For the purpose of 
this test, both daemons ran on the odb system. 
 

 By default the daemons are set up using the Los Angeles time zone and needs to be 
changed to the correct time zone in order to process policies in the correct time zone. Each 
of the daemons have configuration parameters – debug level, log file name, maximum log file 
size, authentication information, authentication scheme, communication scheme, user 
principal name and user principal password (encrypted). All of this information is stored in the 
MCAT database inside Oracle.  
   
Ingesting Data 
 

 Data can be ingested into the MCAT server manually using either the Java Client or 
Acommands (command line such as “registerDomain”) or can be automated by way of the 
Sync daemon. In any case the user defined data will need to be determined and placed in a 
predefined metadata XML file and scheduled by the metadata daemon. This process is 
complex and may require additional scripts to be written to ensure the metadata is entered in 
the correct format.  

  
 The data types and sizes that can be used for metadata are listed below: 
   

Data Type Size Limit / Format 
Integer -2147483648 through 2147483647 
String string[8] through string[256] 
Date YYYY-MM-DD-hh.mi.ss.ffff 
Text 2GB 

       
Float/double and binary are not currently supported. 
 

 Problems Encountered / Resolution 
 

Throughout the evaluation the following deficiencies were noted and required to be 
corrected:  

 
1. The user srb was not able to perform move, copy or delete functions because it 

did not have permissions to access user directories. SRB normally runs as root, but this 
was not  permitted at AFRL without being accredited. As a workaround, the DICE system 
admins  created a srb group and added each of the ILM users to the group. Due to the 
design of SRB this caused some additional unforeseen issues for which SRB and the 
DICE testing were modified to accommodate: 

 
  The Sync Daemon was modified to skip over directories that the srb user did not have  
  access  to; this allowed the synchronization process to continue with directories that ‘srb’  
  does have access to.  
 

 The Sync Daemon was also modified to set the file and directory modes to group read / 
writable (660 for files and 770 for directories). This then allowed the owner access to the 
data once registered in SRB. In addition, the DICE testing had to be modified, each new 
file that was created required giving srb group read / writing permissions. 

 
2. SRB requires Oracle Enterprise version of 10g, AFRL installed Oracle Express 

 10g which had a 1GB memory limit and limited the number of connections to the 
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 database. Unfortunately acquiring an Oracle Enterprise 10g license took some time to 
 purchase, therefore the majority of the testing was completed on Oracle Express and 
 followed up with a couple of random tests on  Oracle Enterprise to ensure the 
 connections problem was resolved. The error message  “The specified Data Object is 
 not part of this SRB Federation” and some erroneous errors appeared to be corrected 
 with the upgrade to the Enterprise edition. 

 
3. SRB requires a consistent version of SSH (openSSH 5.0) to be installed across 
the servers for Kerberos authentication to work, it was discovered AFRL had an incorrect 
version of SSH on one of the servers which was not correctly forwarding credentials. 
Once this was corrected SRB was configured to authenticate using Kerberos between 
the server and agents. In addition, the following entries were required in the path to 
properly pick up executables: /usr/local/krb5/bin:/usr/local/ossh/bin  

 
4. User metadata is assigned at the file level; this required a large set of data files 

 to have a corresponding metadata xml file. The Smeta daemon was changed to allow for 
 either directory level or file level. This was accomplished by setting an environment 
 variable SMETA_METHOD=parent. A future release of SRB will incorporate a change in 
 the MCAT Schema so that either method (parent or file) can associate with each Smeta 
 policy. 

  
5.1.2 Management 

 
Client 
 
The SRB Client has a web based Graphical User Interface (GUI), a Java GUI and an 
SSH accessible Command Line Interface (CLI). Both the Java client and the CLI were 
used for the evaluation. A web based GUI is available by running Firefox from the 
command line, this method appeared to be extremely slow. The Java Client is a better 
GUI option – however still slow response time and can be started from the command line 
(srbJavaClient). Once authenticated to the client a user will only be able to see the data 
that they are authorized to view.  
 
The GUI shown in Figure 5.1.2a provides the following capabilities: 

  1) ingest and register/unregister data, 2) download data, 3) create new    
  collections or containers,  4) delete, copy, move, replicate, link or rename data, 5) view  
  collections, 6) find objects within a collection, 7) view tickets, 8) view audit   
  information, and 9) view the status of an a submitted action. 
 

 The CLI, referred to as Scommands, provides a command-line interface to the SRB that  
 resembles the UNIX/Linux command-line utilities (i.e., Sls = ls, Scat = cat, etc.). The  
 Scommands uses a session and must be initiated with the Sinit command and   
 terminated with the Sexit command. For users who will to use the Scommands, the  
 session should be setup to initiate at login and terminate at logout. Sinit sets a session 
file (.srbUserSession.def) including the host name, port, user name, user principal, 
domain, and authentication scheme. Sexit terminates the session to avoid accumulating 
old session files. 

 
  SRB also provides an open source interface called Preload which redirects I/O at libc  
  level converting normal UNIX commands into Scommands where ‘ls’ executes SRB’s  
  Sls command. 
 
  The client GUI provided the same results as the Scommands, but in either case the user  
  does not have access to the underlying policies which may cause confusion when  
  executing SRB commands which do not function as expected. SRB Application   
  documentation is available covering these topics. The documentation provides a list of  
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  features and commands but does not completely describe the expected actions when  
  something is selected. For example, if select to delete a collection within the Java Client,  
  the contents within the collection are deleted but not the collection itself.  
 
  It is highly recommended that the ILM processes including communication and standards 
  are defined in order to minimize the maintenance of the SRB federation. 

 

  
     Figure 5.1.2a: SRB Java Client GUI 

     
  Administration 
 
  The SRB Admin tool has a Java GUI shown in Figure 5.1.2 b and a SSH accessible CLI.  
  Both the Java admin (srbJavaAdmin) and the CLI were used for this evaluation. The CLI,  
  is referred to as Acommands, both the Acommands and the SRB Admin tool can be used 
  to create and manage SRB users, locations, and resources as well as configure   
  daemons and metadata schemes. 
 

 The Java Admin tool took some time to adjust to, when changing from one field to  
 another in the form, the information sometimes would not save. Some of these   
 inconsistencies were corrected with new updates to the beta releases but not all. In  
 addition, the tool did not provide any validation on the form for setting up policies. For  
 example, if an invalid resource was entered it required debugging through the log files to  
 realize the policy was not functioning correctly due to a misspelled resource. Policy 
development uses a small window where the entire policy statement is not visible and the 
maximum length for a policy is 1,024 characters. Also, there is no syntax  validation upon 
saving the policy, again requiring debugging through the log files to determine why a 
policy does not work. Of course, the Scommands do not have the same navigation 
issues, but still were very complex to debug when an invalid entry is entered. As a result 
of this evaluation, Nirvana intends to continue enhancing the navigation and 
troubleshooting  with the GUI application. 
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  SRB Admin documentation is available concerning these topics. The documentation  
  provides a list of features and commands but does not completely describe use of a  
  particular feature or option. Possibly this is covered in the training courses which is highly 
  recommended. 

     
 
  
 

 
                                            Figure 5.1.2b: SRB Java Admin GUI 
 
Search & Reporting 
 
SRB offers a Database Access Interface (DAI) which provides a way for the user to 
interact with information stored in a database, allowing for customized reporting and 
dynamic updates to information. The MCAT DAI can be accessed by setting up a 
database resource (mcatdb) and executing regular sql statements and registering it to 
SRB. 
 
For the purpose of transferring and formatting data between a database and SRB, a 
template is used. SRB provides a series of standard templates – HTMLREL, 
HTMLTREE, HTMLNEST, XMLREL, XMLTREE, VALUES, PACK, SQL and HEAD. 
 
The below example requests a comma-separated format; the SQL statement goes into 
the –path argument; there is also a <TEMPLATETYPE>, which determines the output 
format; the? SHADOW in the end of the –path argument can be used to append 
additional statements such as an ORDER BY during runtime: 
 
 Sregister -rsrc odb_mcatdb -type "Microsoft Excel Comma Separated Values 
 File" -path "<TEMPLATETYPE>VALUES</TEMPLATETYPE> select * from 
 mcat_version ?SHADOW" "MCAT Version.csv" 
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The report can be viewed via the Java Client or the Web Client GUIs or by executing the 
Scat command like: 
Scat –spath “?SHADOW=order by VERSION_ID“ “MCAT Version.csv” 
 
From this example it is obvious that searching data and generating reports would require 
an understanding of the MCAT database, sql and the available templates. This would 
make it difficult for end users to write reports without the assistance of the ILM admin. 
 
Server Operation 

SRB Servers, both MCAT Servers and SRB Agents, run in the background logging 
activity into the specified log files.  The log files contain error messages; however, these 
error messages are very generic and are not detailed. The SRB Server operation is 
handled by a script srb located in SRB_HOME/bin – which is required to be in the user’s 
path if wanting to use the CLI. There are a number of arguments that can be passed to 
the script, the possible arguments to srb are: init, start, stop, restart, config, shutdown, 
kill, install, uninstall and status.   

 5.1.3 Functional Testing 
Table 5.1.3 below describes the test requirement, evaluation results and evaluation 
ranking for the critical and high requirements defined by the Storage Initiative team. 
 
The following criteria are used for the evaluation ranking: 
Met The solution offered the minimum functionality 
Surpass The solution offered more than expected functionality. 
Missed The solution offered less than minimum functionality. 

 
Requirement Evaluation Results Evaluation 

Ranking 
 Functionality    
User Requirements  
A privileged user must be able to 
enable, disable, and modify 
attribute values on a local basis, 
particularly for involving a remote 
file system or a remote system 
whether initiated on the local 
system or the remote system 

The ILM administrator (superuser) 
must give privileged UNIX users 
permissions (sysadmin) to create their 
own policies.  

Met 

A privileged user must be able to 
create, delete, disable and modify 
system level attributes from all 
users’ storage objects based on 
simple or compound criteria or 
attribute values associated with 
storage targets as well as be able 
to set access permissions (read or 
write) for system level attributes 

A privileged user’s behavior within Unix 
does not change when files are 
registered in SRB. 

Met 

Users must be able to get status 
reports of all pending storage 
operations for which they have 
established criteria for any of the 
actions described.  

A report can be created against the 
data within srb (i.e., user metadata or 
system metadata). However, since the 
policy daemon is running 
simultaneously to the sync daemon, 
there is no way for the policy daemon 
to pre-determine what operations are 
pending. 

Met 
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Reporting options must include, 
but are not limited to:  
a) Reporting all pending actions 
b) Reporting specific subsets of 
pending actions based on 
operation types and/or matching 
attribute values 
c) Reporting attributes and/or 
associated values based on 
simple or compound criteria 
matched with target attributes 
and/or values 

a) By issuing one or more policies in 
“List Mode” before actually running 
them in “Normal Mode” the pending 
actions and all the files and directories 
that actions are to be performed on are 
written to a log file. 
b) The “List Mode” policies mentioned 
before can be filtered by action or 
additional attribute values; for example, 
if a “Normal Mode” policy 
(EXPRESSION_creation_age >=30) is 
run at 6:00p every day, the list policy 
((EXPRESSION_creation_age >=30) 
AND ($$Project::ID$$ like ‘abc*’)) 
could run at 4:00p for listing all objects 
that would be migrated at 6:00p.  
c) Could be accomplished with a join 
between two or more attributes and a 
SQL query that can then be formatted 
into a specific reporting format (HTML, 
XML, Excel, etc.).  

Met 

Users should not be able to log 
into the archive system directly, 
they will only have access via the 
ILM framework. 

The directories within ascms1 were 
available to the general users and srb. 
However, the HSM was not.  

Met 

Data movement between systems 
utilizing the ILM framework can 
occur via a command as simple as 
an optimized version of cp. 

Scommands offers Scp, Sreplicate and 
Smv commands 

Met 

The system must be capable to 
assign attributes to user types 
(i.e., template for admins, 
creators, & groups) 

This is accomplished by creating either 
different Metadata Schemes for the 
different user types (or rather groups in 
SRB) or by giving access to the 
Metadata attributes based on user 
group membership. When users then 
enter new metadata or query for 
metadata attributes, they will only 
see/query the attributes that they have 
at least “read” access to; they will only 
be able to modify the attributes that 
they have “write” access to; both based 
on their group membership. Groups 
can be created for admins, data 
creators, etc; access can also be 
assigned by domain or by individual 
users. 

Met 

Attribute Requirements  
The attributes should be 
associated with files, directories, 
or file systems. 

Attributes are assigned to data objects 
within a resource.  

Met 

Links within the system should be 
handled consistently 

An object can be linked to another 
object. 

Met 
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The system must be able to 
handle a number of attributes per 
file, directory, user, system, file 
system 

Since SRB treats each attribute as an 
object, there are no maximum numbers 
of attributes that can be applied to a 
file, directory, user, system or file 
system. 

Surpass 

The system must be able to 
handle attributes per file, directory, 
user, system, file system of sized 
attributes (complex expressions) 

The system handles expressions (<>=) 
for attributes such as average daily 
access, the age of the Data Object it 
was last accessed in days, age of the 
Data Object since it was first created in 
days, age of the Data Object since it 
was replicated in days, age of the Data 
Object since it was last modified in 
days, an ID assigned to all objects, 
effective access of a currently 
authenticated User, hierarchy ID of an 
object's parent and the number of 
Replicas for each Data Object. 

Met 

The system attribute values must 
be of any type, including binary, 
text, integer, float/double, arrays 
(lists) 

The system can support text, integer 
and lists. Float/double and binary are 
currently not supported. 

Missed 

The system must be able to 
handle the attribute categories:  
system – writeable only by root, 
readable consistent with file 
permissions 
user – readable/writable 
consistent with file permissions. 

The system required having the srb 
group created and each user given 
privileges to the group in order for srb 
to gain access to the user files. 
Preference to have root permissions 
for the srb user. 

Met 

Permissions and security of 
attribute information must be 
equivalent to that of files 

Unix permissions do not get ingested 
into the system. A script will need to be 
written to set users up with the same 
permissions as defined by the file 
system. 

Missed 

The system should be able to 
classify data (i.e., backup, DR, 
etc.) at the file level 

User metadata can be assigned to the 
file to classify data. 

Met 

The system may notify owner by 
email when file(s) are going to be 
removed completely (not just 
flagged for deletion) 

Not available as of v3.2.01; planned for 
v3.3 – CAS 

Missed 

The system must be able to 
handle modification to metadata 
tags at any time (i.e., expiration 
date) 

Once a scheme is registered with the 
data, metadata tags can be modified 
by resetting the data within the XML 
file or manually updating it within the 
Java or Web Client. 

Met 

The system must be able to 
handle defining replicated data 
(i.e., copy to disaster recovery) 

SRB is capable of both a replicate 
(separate hard copy) and backup (soft 
copy - if one is deleted the other will 
not.  

Met 

The system must be able to 
perform data management 
functions (create, destroy, 
labeling) identically through a user 

Scommands are available which are 
actual commands used within the 
JavaClient / Web Client. They may be 
called within a script as well. 

Met 
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interface, a scripted process or by 
commands. 
Files and directories must inherit 
attributes of parent directory 

If user metadata is assigned at the 
parent level (directory) the data will be 
inherited for each file within directory. 

Met 

Links must inherit attributes of a 
linked file  

SRB does not look at linked files to 
ingest user data. The script to create 
the xml file containing the user 
metadata would have to ensure the 
attributes within the xml file are the 
same.  

Met 

System defaults must be 
specifiable for all files and 
directories 

The Metadata daemon can provide 
default values for any of the user 
defined metadata. 

Met 

System defaults must be 
applicable at creation time 

A metadata xml file can be added to 
the directory of the data to set user 
metadata within SRB at creation time. 

Met 

System defaults must be 
specifiable based on complex (i.e., 
regular expressions) file/directory 
attribute conditions 

A metadata xml file can be added to 
either the directory of the data or the 
file itself to set user metadata within 
SRB at creation time. However, to 
determine attribute conditions a script 
will be required to place the data into 
the XML format SRB is looking for. 

Met 

System default attributes may 
include attributes modifiable only 
by a privileged user or by the 
owner or a combination 

The Metadata daemon can provide 
default values for any of the user 
defined metadata. 

Met 

The system must provide the 
ability to ensure consistent data 
(re-synchronize existing data with 
metadata server) 

Files & directories from spirit_home 
were ingested into srb once the sync 
daemon was configured and started. 

Met 

Site Management Requirements  
The system must be able to 
provide troubleshooting tools to 
site level administrators (i.e., site 
unavailable) 

The Java Admin provides testing 
mechanisms for Locations, which 
would indicate which servers at a site 
are online/offline and what versions of 
the software they are running.  

Met 

 Interfaces    
Interface Tool  
All file manipulation tools must be 
attribute-aware and attribute-
preserving 

The sync daemon maintains the 
synchronization between the file 
system and SRB. The metadata 
daemon applies the user metadata to 
the files or directories. As long as the 
metadata xml files are present, SRB 
can preserve the attributes (i.e, the 
metadata xml file MUST follow the 
data). These attributes are represented 
within the JavaClient & WebClient 
tools. 

Met 

The tool must be aware of existing 
tools (ls, mv, rm …) 

Scommands are available as well as 
an open source tool (preload) which 
redirects I/O at libc level and turns 

Met 
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Scommands into unix commands (Sls 
= ls, Scat = cat, etc.) 

The tool must  be able to perform 
attribute modifications 

This can be accomplished by 
modifying system metadata or user 
metadata within the client or through 
the Metadata Daemon. 

Met 

The tool must be able to create, 
modify, and delete attributes, 
based on permissions 

The JavaClient can only access the 
data in which the ILM admin has given 
permissions to. In order for user to 
have access to JavaAdmin and create 
policies, the ILM Admin must make 
their user type ‘sysadmin’, which also 
provides additional features and is 
typically given to an administrator for a 
particular group, organization or site. 

Met 

The tool must provide the ability to 
inspect attributes based on 
permissions 

SRB allows write, read and all 
permissions. User1 was able to assign 
another user read permissions to files 
and the user could view them in 
JavaClient 

Met 

The tool must be able to operate 
on single files/directories, lists of 
files/directories or directory tree 

SRB Silm daemon can assign 
attributes based on collection name 
(directory), data name (file), file 
extensions or user metadata. 

Met 

The tool must provide a method to 
create and initialize attributes of 
files and directories created 
outside of the ILM system. 
Initialize attributes of directories 
created outside of ILM 

If monitored by the Sync Daemon, it 
will register all files created outside of 
SRB into SRB. 

Met 

ILM administrator must have root 
level permissions (mv, rm) 

The ILM administrator (super) has the 
ability to set up policies, etc. without 
having root level permission, the srb 
user is required to have access to the 
user’s directories / files. 

Met 

Hardware Interfaces  
The system must be able to have 
ILM actions available from the 
HPC file systems.  

SRB provides the following actions 
within the policy functionality: Delete, 
Migrate, Replicate, Backup, & 
Synchronize 

Met 

The system must interface with 
HSM systems 

The SAMFS interface is still in the 
works and is planned for a future 
release. Nirvana supports hpss and 
Centera HSM. 

Met 

Communications Interfaces  
The communication software must 
be configured to run on IPv4  

All networking within DICE is IPv4 Met 

Hardware / Software Requirements  
The software must be available at 
the time of the installation. 

The version of software tested was a 
beta copy. SRB 2008 v3.2.01 then 
released publicly at the completion of 
the evaluation.  

Met 



 

20 

The system must provide failover 
capabilities 

The Oracle Express 10g version did 
not support database failover, 
however, per the release notes failover 
was addressed in the SRB 2007 SP8 
release 

N/A 

 Operational    
An option must exist for capturing 
attributes of files that are 
transferred to non-ILM systems 

If the file was registered (or sync’ed 
with the Sync Daemon) into the MCAT 
database then all the metadata will 
always stay in the MCAT database 
until it is unregistered from the 
database. 

Met 

The data portion of a file must be 
identical to the same file on  a 
non-ILM system 

SRB stores the file on the file system, 
therefore, not ILM dependent. 

Met 

Security and Privacy  
The ILM administrator must be 
able to perform functions without 
having system level root 
privileges. 

Using super user within SRB which 
does not have root privileges.  

Met 

The system must keep individual 
user information (system security 
information) secure from other 
users 

A general user (non-super) can only 
view data on locations, resources and 
metadata they have access to. 

Met 

The system must be able to detect 
data corruption and react either 
automatically or reporting to the 
site system administrator. 

Not available as of v3.2.01 – CAS Missed 

The system must provide the 
ability to turn on/off functions 
based on the user permissions 
(ILM admin, Program user, 
general user) 

Set access controls inside of Java 
Client for Program group to read at 
root level and all collections inherit 
permissions. 

Met 

The system must pass CSA 
scripts  

The Nessus and NMAP scanners were 
only able to identify that the port  
used by the Nirvana software, 
5625/tcp, was open.  The protocol 
used by  
Nirvana is unknown to the scanners so 
no other information was obtained. 

Met 

The system must provide the 
ability that all operations are 
subject to access permissions, 
authorizations of target objects, 
and user privileges on accounts 
for all systems involved in any 
operation. 

Users are set up with access 
permissions to groups, domains, 
resources, metadata, etc. General 
users can be given access to other 
user’s data and within a specific 
domain / resource by the ILM admin. 

Met 

Audit Trail  
The system must keep log files of 
queries on ILM server 

There are 3 debug levels on each of 
the servers and daemons. 0 = minimal. 
Error messages which display in the 
GUI are not very explanatory. 

Met 
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The system must keep an audit 
trail of user transactions within 
database 

There are 5 audit tables which audit 
resources, data, and users.  

Met 

General Performance  

The system must be able to 
handle multiple simultaneous 
transactions without affecting 
performance 

It was discovered that Oracle Express 
can only handle 1 gb memory and 4 gb 
user data. Oracle Standard Edition was 
installed and now can handle one 
machine 1-4 cpus, 500 gb user data 
and 1000 users. 

N/A 

The system must be able to 
handle file sizes of 2 TB 

Due to the limitation (4 Gb user data) 
of the Oracle Express database the 
maximum file tested was 1Gb. 

N/A 

The system must be able to 
access file system metadata with 
minimal delay (i.e., should not be 
obvious is retrieved differently 
from configured metadata) 

Metadata is stored in SRB. The 
metadata can be used for reporting, 
perform policies against, and 
searching.  

Met 

   Table 5.1.3 Functionality Testing 
 

 
6. Summary 
Nirvana’s SRB ILM solution proved to work in a heterogeneous environment and provided a global 
namespace for combining multiple sites. The functional testing provided evidence that SRB was able to 
conform to the majority of key evaluation criteria. The current user-level metadata and reporting 
capabilities need to be more robust to meet the needs of HPCMP. The beta software which was 
evaluated became much more stable than the initial version after three iterations. The Nirvana team was 
supportive in modifying the functionality to meet the requirements currently identified by the HPCMP 
Storage Initiative team, and are continuing to enhance SRB in the future for such functionality including 
SAM-FS interfacing, notifications through Email, data corruption detection, and improving the JavaAdmin 
troubleshooting and validation. A commercial version (SRB 2008) was released after this evaluation was 
complete. 
 
The main area of concern for implementing SRB as the HPCMP ILM solution is that the srb user account 
needs to run as root to eliminate security concerns with assigning general users to a group, the process 
to accredit this application needs to be determined.  
 
Foresight and planning is highly recommended prior to configuring SRB at each of the HPCMP sites. An 
understanding for how each site would like to view their data is critical and needs to be explored.  
Designing a long-term strategy and implementing with iterative steps will save time in the long run. 
Investing in Nirvana’s Professional Services and Support staff to assist with the startup is a necessary for 
this environment. Scripts will need to be written to initialize the users and possibly for user and system 
default metadata.  
 
Ongoing support for this solution will require additional staff and training. A full time database and global 
ILM administrator, and a part time site administrator will be necessary. Due to the complexity of the 
system, training for the ILM administrators is highly recommended. If general users are going to use the 
clients and/or Scommands some type of training is recommended for them as well. Nirvana’s SRB 
software is very flexible and appears to be adding even more flexibility with new versions. In order to 
evolve the HPCMP sites to centralized storage architecture, continuous training and Nirvana support will 
be the utmost importance to the success of this transition. 




