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1. Introduction 
 
Information Lifecycle Management (ILM) is a comprehensive approach to managing the flow of 
information data and associated metadata from creation and initial storage to the time when it becomes 
obsolete and is deleted. ILM enables more complex criteria for storage management than data age and 
frequency of access.  

ILM products automate the processes involved, typically organizing data into separate tiers according to 
specified policies, and automating data migration from one tier to another based on those criteria. As a 
rule, newer data, and data that must be accessed more frequently, is stored on faster, but more 
expensive storage media, while less critical data is stored on cheaper, but slower media. However, the 
ILM approach recognizes that the importance of any data does not rely solely on its age or how often it's 
accessed. Users can specify different policies for data that declines in value at different rates or that 
retains its value throughout its life span.1

 
2. Background 
 
The Department of Defense (DoD) High Performance Computing Modernization Program (HPCMP) has 
formed a Storage Initiative (SI) team to investigate the program’s current storage architectures across the 
centers. Today, HPCMP is responsible for six DoD Supercomputing centers and a disaster recovery site.  
One of the key areas of concern to the Storage Initiative team is the storing, managing and organizing of 
user data.  
 
Information Lifecycle Management (ILM) solution could provide capabilities that will enable more effective 
understanding and management of user data files. The HPCMP Storage Initiative team partnered with the 
Data Intensive Computing Environment (DICE) Program Management Team to conduct a technical 
evaluation of Integrated Rule-Oriented Data System product within a HPC environment to gain a better 
understanding of the functionality and integration requirements. 
 
iRODS, the Integrated Rule-Oriented Data System, is a data grid software system developed by the Data 
Intensive Cyber Environments (DICE) group (developers of the SRB, the Storage Resource Broker), and 
collaborators. The iRODS system is based on expertise gained through nearly a decade of applying the 
SRB technology in support of Data Grids, Digital Libraries, Persistent Archives, and Real-time Data 
Systems. iRODS management policies (sets of assertions these communities make about their digital 
collections) are characterized in iRODS Rules and state information. At the iRODS core, a Rule Engine 
interprets the Rules to decide how the system is to respond to various requests and conditions. iRODS is 
open source under a BSD license. 
 
The Data Intensive Cyber Environments (DICE) group leads core development of the open source iRODS 
Integrated Rule-Oriented Data System. With more than a decade of award-winning research in advanced 
technologies for managing, sharing, publishing, and preserving digital data, the group is based at the 
                                                      
1 SearchStorage.com, What is Information Life Cycle Management?,20 November 2004  
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School of Information and Library Science and the Renaissance Computing Institute (RENCI) at the 
University of North Carolina at Chapel Hill, and the Institute for Neural Computation at the University of 
California, San Diego. Development of the core iRODS data grid system is funded by the National 
Science Foundation and the National Archives and Records Administration, with a growing open source 
iRODS community participating in development worldwide.2

 
2.1 Offered Capabilities  

 
Table 2.1 below describes the capabilities Integrated Rule-Oriented Data System is offering in 
their ILM product. The data is generally available on the iRODS’ website (www.irods.org), through 
documentation or direct questions to them.   
 

Integrated Rule-Oriented Data System (iRODS) 

 
General  

Name & version of ILM software iRODS 2.0 
General architecture iRODS software interfacing with Oracle 10g 

database (iCAT), 2 agents and 4 resources. 
Can function in a heterogonous 

environment?
Yes, iRODS is not hardware dependent 

Connectivity & Security  

Can the software be setup as a Global 
Namespace?

Yes, the iCAT database can either be centralized or 
local to the site. 

File systems Supported Essentially any file system available on the 
supported platforms – Unix, Linux, Macintosh and 
Windows 

OS Supported Linux, Unix (Solaris, Macintosh, AIX, etc) and 
Windows.  

Relational Databases Supported PostgreSQL or Oracle databases. MySQL will be 
an addition to their next major release.   

Web Browsers Supported Yes, All “A-grade” browsers, defined by Yahoo, are 
supported. “A-grade” browsers include most of 
modern browsers. Such as IE 6+, Firefox 1.5+ and 
Safari 2.0+. Certain advanced functionalities, such 
as group file/directory upload may require JAVA 
applets. Single file upload functionality is also 
provided, without JAVA applet requirement 
however. 

Archives Supported iRODS supports any archive that is accessed thru a 
file system. Interfaces to archives such as SAM-FS 
can be easily implemented. HPSS will be available 
in a few months. 

Job Schedulers Supported No external schedulers.  iRODS includes an 
internal system to run its delayed micro-services.  
iRODS processes run in the background. 

Email support Email within iRODS is implemented with SMTP. 
Email can either be sent with standard output as 
the body or regular email body.   

Any future support for IPv6? Yes, iRODS uses OS socket calls to set up TCP/IP 

                                                      
2 irods.org, About Integrated Rule-Oriented Data System  
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connections.  It uses TCP/IP for the file transfer 
usually, but can also use RBUDP which is a special 
system that uses UDP.   These TCP/IP are IPv4.   
For iRODS to be able to use IPv6 should be fairly 
easy and they plan to do it as soon as needed.  

Service and Ports Used By default, the iRODS Agents (server processes) 
use arbitrary internet-socket port numbers when 
communicating with each other (communicated 
among each other during the connection 
sequence).  How many are used at the same time 
depends on how many connections occur at the 
same time and how large the transfers are (for 
larger transfers, more sockets are used for the 
parallel transfer threads).   
 
If a firewall is in utilized, you will need to open a 
certain range of ports for iRODS to use.  To specify 
a port range, set the environment variable 
'svrPortRangeStart' to the beginning port number to 
use, and then restart the server. By default, the 
Agents will use DEF_NUMBER_SVR_PORT (200) 
ports starting at 'svrPortRangeStart'. You can also 
set environment variable 'svrPortRangeEnd' to 
specify the ending port number. iRODS 
recommend that you specify a range of at least 200 
ports. 

Performance  
Available benchmark data iRODS provides no negative performance impact. 

Performance is only limited by the underlying 
systems.  

Throughput #’s for read/write 
transactions

iRODS is limited by the performance of underlining 
systems. 

Scalability  

Largest number of files supported today? Unlimited by iRODS.  Limited only by the database 
management system. 
Postgres limits: 
Maximum Database Size Unlimited 
Maximum Table Size 32 TB 
Maximum Row Size 1.6 TB 
Maximum Field Size 1 GB 
Maximum Rows per Table Unlimited 
Maximum Columns per Table 250 - 1600 
depending on column types 
Maximum Indexes per Table Unlimited 
 
Oracle limits: 
Maximum database size=8,589,541,376 Gb. 
(operating system limited only).  
All else unlimited. 

Largest file size supported today? Essentially unlimited by iRODS (64-bit integer 
number of bytes). Limited by the storage systems 
used. 

Optimizing scalability iRODS optimizes for scalability in many ways. 
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1. By providing a logical namespace that is 
separate from the underlying physical location of 
files, the administrator can add more storage 
resources as needed, with no changes required for 
the users or client interfaces.  These resources can 
include file systems (unix, linux, or windows), tape 
systems, and HSMs, and they can be 
geographically distributed.  To the iRODS users, 
they all look the same.  The storage systems can 
grow and change to scale up to larger collections, 
with no impact to the users. 
 
2. iRODS also scales well by fully utilizing the 
underlying components, the database management 
system (DBMS), network, and file systems, without 
becoming a bottleneck itself.  The limiting factors 
on iRODS performance and scalability are the 
capabilities of the DBMS, networks, host 
computers, and file systems, as IRODS itself is a 
thin, low-delay layer in between.  For the network 
transfer of large files, for example, iRODS will 
operate parallel threads of I/O, each driving a 
communications socket until the network is running 
at capacity (or a lower level if so desired). 
 
3. Another facet of iRODS scalability is the fact that 
it builds on highly optimized components.  iRODS 
uses a DBMS for state information (system and 
user-defined metadata) and each DBMS is highly 
optimized for exactly this type of information 
management; providing scalability, performance 
and reliability. 
 
4. Each DBMS is extensible and scalable and can 
be upgraded without impacting the iRODS users.  
For example, if the iRODS catalog (ICAT) is in a 
PostgreSQL system running on a PC and it 
becomes insufficient; the ICAT could be moved to a 
high-performance computer.  The ICAT could also 
be moved from PostgreSQL to Oracle, which might 
improve performance in some cases.  There are 
also various techniques to optimize DBMS 
performance which a DBA can apply, if the iRODS 
catalog size and the load grows to the point of the 
DBMS becoming a bottle neck. 
 
5. Yet another way that iRODS can scale-up is 
through the use of iRODS Federation of Zones.  
For very large collections, one could run multiple 
iRODS Zones, each with its own ICAT DBMS.  
Since the root-level name in the logical namespace 
is the zone (/ZoneName/...), one could divide up 
the collections into a set of zones that are 
appropriate for the application domain.  In this way, 
the work being done to query and update the ICAT 
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would be distributed to multiple ICAT DBMSes. 
 
6. The Master/Slave iCat feature that can also be 
used to improve performance, utilizing a database 
replication feature of Oracle. iRODS database read 
operations then go to the Slave database and 
updates to the Master. This will distribute load.  
Also, across a wide area network, performance will 
be enhanced if the Slave is local. 

Reliability and Availability  

Single points of failure As long as the iCAT database is replicated to a 
backup and implemented with failover capabilities, 
there is no concern with a single point of failure. 

Remote capabilities Yes, the network is central to iRODS.  Clients and 
servers can be local or distributed.  Authentication 
is via an iRODS secure password system and/or 
Grid Security Infrastructure (GSI). 

Is there any mechanism for detecting 
data corruption?

Yes, various ways to detect file corruption are 
available. There's an ichksum command that 
computes checksums (MD5 hashes) on iRODS 
files and collections and saves the results in the 
iCAT.  iput can also do this as files are put into 
iRODS.  'ils -L' shows these checksums when 
available for the files.  ichksum will also let you 
know if the MD5 hash is bad. 
 
There is also a micro-service, 
msiSysChksumDataObj that will calculate the MD5 
hash and store it in the ICAT if it hasn't been done 
already.  So, using this, you could set up your 
iRODS system to checksum all files as they are 
stored (either in certain collections or by certain 
users or on certain resources, or some other 
criteria, or for all files) via the acPostProcForPut 
rule (which is run after a put). If there isn't one 
already, iRODS personal can write a micro-service 
that would verify the checksum like ichksum does 
and perform some action such as sending email. 
Then the admin could set up delayed rules to verify 
certain collections periodically; certain collections 
every night, for example. 

Capacity Planning and Performance 
Analysis 

 

What tools are available to determine 
future capacity needs?

Nothing directly.  Various queries and records could 
be used to monitor access patterns and storage 
usage. 

Does the ILM have the capability to add 
capacity on demand?

Yes, additional storage resources can be added 
easily, with no impact on users.    

What is the complexity of adding or 
removing storage devices?

Generally, very low.  A simple administrative 
command is used to add a new storage resource.  
Unusual devices can be added by developing a 
driver, usually a 2 to 4 FTE-week project.  If 
required, special processing for new devices can 
be provided via new Rules and Micro-services. 

What is the complexity of migrating data A simple command (irepl) can be used to replicate 
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 System Setup 
  
 Set iCAT parameters 

The iCAT database is used to store the persistent state information (properties of files, 
collections, resources and users). Configuration detail for the iCAT server is stored in the 
iRODS_HOME/config/irods.config file. This file was configured to use the Oracle 10g 
database which contains the database name, user and password in clear text. Since the 
UNIX iRODS user (oracle) needed to have read/execute permissions (see problems 
encountered) to all of the ILM user’s directories and each user required to become a member 
of the same group (rods) the file would be accessible to any user in the UNIX ‘rods’ group. 
This is a security concern, and would not be suitable for a production environment.  The 
solution is to either remove this file after setup or remove the password from the file which 
would make the installation suitable for a production environment.  
 
Create Resources 
Setting up resources required minimal actions using the iRODS administration commands 
(iadmin). iRODS only supports “unix file systems” type resources. Communication with the 
HSM was not evaluated since SAM-FS was not specifically supported for passing policies 
from iRODS to SAM-QFS, but was able tooperate like any other UNIX file system. But there 
is currently no support for passing policies from iRODS to SAM_QFS.  For the purpose of the 
evaluation three resources were created on the dicehp system: dicehp, workspace, and garc. 
A remote iRODS server (dicedell) was also configured as a ‘unix file system’ resource.  

 
User Setup 
 
Setting up users within iRODS took minimal effort. First the user needed to be created with a 
type (admin or regular user) and a password. Then the user may or may not be added to a 
group. Groups may be used to easily apply rules to a set of users. 
 
When setting up a large number of users, the ILM administrator should consider writing a 
script to initialize the iCAT database. 

 
Ingesting Data 
 
Data can be ingested into the iCAT database with the use of the irsync command to 
synchronize a UNIX file or files with the iRODS iCAT database. The ireg i-command is 
another method which registers files into iRODS. Both of these methods can be scripted with 
the use of the iRODS APIs.  
 
Metadata could not be ingested automatically into the iCAT database without implementing a 
new micro-service. With the assistance of the iRODS group, two new rules and micro-
services were introduced into the iRODS source code. These new micro-services provided 
the ability to assign metadata using a text file in a specified location. This metadata could be 
applied to either the group or user or set as a default. The metadata would get ingested at 
the time a collection is created using the imkdir i-command, data objects within the collection 
would inherit the metadata (i.e., copied to the data object) and the metadata would follow the 
data object if moved from the collection. 
 
Problems Encountered / Resolution 

By default iRODS installs with the ability to see the files of others but can only read and write 
to those which they are given permissions to. In order to prevent users from seeing each 
others files, iRODS was built by making a change to the GEN_QUERY_AC line in the config / 
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config.mk and re-compiling. This configuration modification caused unforeseen issues with 
the evaluation, these are listed below: 

1. The i-command ireg which is used to register a file, a directory of files and 
subdirectory into the iRODS environment, requires the iRODS application user to 
have read / execute privileges of all of the user files / directories in order to register 
the files into iRODS. Since ireg leaves the file in place, the iRODS user does not 
have permissions to the user files / directories. As a workaround, the DICE system 
admin created a UNIX group in which each user became a member of. This type of 
implementation would not be acceptable in a production environment since user 
access would be opened to the shared group. 

 
2. A rule was created to physically move data from one file system to the other (from 

workspace to garc). A permissions error (CAT_NO_ACCESS_PERMISSION) was 
received when executing the rule. Unlike the iphymv i-command, the 
msiDataObjectPhymv micro-service did not have an option (-M) to allow the admin to 
physically move other user’s files which was causing the permissions error. The data 
objects had to be changed to give ownership to the iRODS user in order for the rule 
to function correctly. This could be corrected by developing an admin option which 
would allow the iRODS user to physically move files that are owned by another user.  

 
3. A rule was created to purge data from a file system (garc) after a period of time (i.e., 

3 days). A permissions error (CAT_NO_ACCESS_PERMISSION) was received 
when executing this rule since the rods user did not have access to the files within 
iRODS. This could be corrected by allowing the iRODS user to purge other user’s 
files but would require a modification to the core iRODS micro-services. 

 
4. iRODS provides a feature that allows the admin to easily assume the identity of any 

user, and perform various actions as those users such as the imeta and ichmod i-
commands.  The admin can set the environment variable 'clientUserName'.  If the 
real user is an admin, this will be allowed and the  i-commands will behave as if 
being run by the clientUserName user.  In the example below (using the C shell): 

 
    setenv clientUserName rblack 
    irm testUS_6 
    unsetenv clientUserName 
 

However, this feature did not function with the access flag set. 
 

5. The Web Browser client appeared to be unusable for the purpose of this evaluation 
due to the GenQuery access flag. The iRODS GUI browser has been noted on the 
iRODS website that is not yet released as a stable version and the iRODS team is 
aware of this issue. 

 

These problems were all caused by the fact that iRODS does not offer a super user type role 
which would give the iRODS user the permissions to read, write and inspect attributes on 
other user files without the user providing permission to the iRODS user.  

  
5.1.2 Management 

 
Client 
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The iRODS Client has both a Windows browser based Graphical User Interface (GUI) 
and a Beta version of the Web Browser as well as a SSH accessible Command Line 
Interface (CLI).  
 
The CLI, referred to as i-commands, provides a command-line interface to iRODS that 
resembles the UNIX/Linux command-line utilities (i.e., ils = ls, imkdir = mkdir etc.). The 
 i-commands uses a session and must be initiated with the iinit command and terminated 
with the iexit command, iexit full removes the scrambled password from disk. For those 
users who will use i-commands, the session should be setup to initiate at login and 
terminate at logout. The password is protected since is scrambled and never stored in 
plain-text. 

     
  Administration 
 

The iRODS administrator has restrictions placed on him/her like any other user.  This 
helps prevent accidents and is the preferred way to configure the admin role. iRODS 
does not support a browser client for the administrative tasks, therefore, the CLI was 
used for this evaluation. 
 
The CLI (i-commands), within iRODS are presented in five categories: 

1. The UNIX/Windows-Like i-commands which are used to create and manage 
iRODS data objects and collections.  

2. The Metadata i-commands (imeta, isysmeta, iquest) used to add, remove, list 
and query user-defined metadata.  

3. The Informational i-commands (ienv, ilsresc, iuserinfo, imiscsvrinfo) are used to 
show information regarding the iRODS environment, resources, users and the 
iRODS server.  

4. The administration i-commands (iadmin) used to add, remove, modify users, 
groups, resources and require appropriate permissions to access.  

5. The rules and delayed rule execution (irule) used to submit a user defined rule, 
show pending rules or modify delayed rules in the queue. 

      
Help documentation is available for the i-commands by using the –h option. This method 
of documentation is recommended, as the iRODS web site is not setup for different 
versions of their software and is not always up-to-date. The documentation provides a list 
of options and inner commands along with the syntax used for each i-command.  
 
Figure 2 depicts the architecture for the iRODS Client and Administration Interfaces : 
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   Figure 2 – iRODS Client and Administration Interfaces  
 
The Rule Engine, which runs on all iRODS Servers, is invoked by server-side procedure 
calls and selects, prioritizes, and applies Rules and their corresponding Micro-services 
(link). The Rule Engine can apply recovery procedures if a Micro-service or Action fails. 
 
iRODS transfers files between client and server using optimized API calls. By default, if 
the file size is less than 32MB the file is transferred with a single thread. If the file size is 
greater than 32MB the file is transferred with parallel I/O. The number of threads and the 
maximum number of threads are configurable to the server and are set using a rule 
(acSetNumThreads). 
 
Rules & Micro-Services 
 
In order to implement rules within the iRODS system, iRODS uses micro-services which 
are C-function operations to carry out the tasks being invoked by the rule body. These C-
functions are developed and made available by system programmers and application 
programmers and compiled into the iRODS server code. It is recommended that the 
rules are implemented on one server to eliminate collision. iRODS has implemented a 
naming convention where micro-services begin with ‘msi’ and rules begin with ‘ac’. 
 
The iRODS rules are classified as either system type or user type.  System rules and 
micro-services can be invoked by servers internally to enforce/perform system level 
rules. User rules are invoked externally by clients. There are three types of rules: 1) 
atomic or immediate, 2) deferred or delayed and 3) periodic.  
 
A rule within iRODS has four parts: 1) action, 2) a condition (can be a compound 
condition with parameters), 3) n number of workflow sets with micro-services and rules 
and 4) n recovery sets.  Each of the four parts are separated by the pipe ‘|’ symbol. User 
level rules are executed using the irule i-command. System level rules are placed in the 
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core.irb file which is a text file containing the “core” rules. An example of a core rule 
would be where the action is acCreateUser, the condition is null, the workflow set 
includes msiCreateUser, msiDefaultCollections, msiAddUserToGroup(public), 
msiCommit, if not successful, the recovery then is to rollback all 3 transactions. 
 
acCreateUser||msiCreateUser##acCreateDefaultCollections##msiAddUserToGroup(pub
lic)##msiCommit|msiRollback##msiRollback##msiRollback##nop 
 
Below is an example of a rule which removes files on a specific resource (garc): 
 
Added text to the core.irb file: 
acPurgeGarc||msiGetIcatTime(*Time,unix)##assign(*CompareTime,*Time - 
60)##acConvertToInt(*CompareTime)##acGetIcatResults(remove,DATA_MODIFY_TIM
E < '0*CompareTime' AND COLL_NAME like '/dice/home%' AND RESC_NAME = 
'garc',*List)##forEachExec(*List,msiDataObjUnlink(*List,*Status)##msiGetValByKey(*List
,DATA_NAME,*D)##msiGetValByKey(*List,COLL_NAME,*E)##writeLine(stdout,Purged 
File *E/*D at *Time for *CompareTime),nop)|nop##nop##nop 
 
Rule written to a file (acPurgeGarc.ir) 
myPurgeGarc||delayExec(<PLUSET>1m</PLUSET><EF>2m</EF>,acPurgeGarc,nop)|n
op 
null 
null 
 
Executing this rule using the irule i-command (irule –F acPurgeGarc.ir) causes the rule 
to be executed using the delayExec workflow micro-service which causes the rule to be 
delayed 1 minute and executes every 2 minutes. 
 
iRODS installs with a core set of micro-services including the rule engine, workflow, data 
object, collection, proxy command, iCAT, rule oriented database access, Xmessaging 
system, email, key (attribute) value, user and system micro-services.   
 
iRODS offers extensions to the core functionality with the use of modules which are 
optional specialized software components. Existing modules can be built as part of the 
iRODS system or new modules can be added. The modules may provide new rules, 
library functions, commands, and even application servers. As part of this evaluation the 
Electronic Records Archives (ERA) module was compiled in to take advantage of the set 
of micro-services which was already implemented to preserve metadata. 
 
 
Search & Reporting 

 
User-defined metadata can be queried using the imeta i-command. For example, to find 
all the iRODS files with meta1 equal to 'item1' one could run 'imeta qu -d meta1 = 
item1'.   Or to find all files with meta1 defined (as anything): imeta qu -d meta1 '<>' ''  
(where that last part is two single quotes next to each other). For an example of this use 
refer to the iRODS web site: https://www.irods.org/index.php/imeta . 
 
Another way to complete a search would be to use the micro-services offered by iRODS 
which interface to generalQuery, or via 'C' code to GeneralQuery. The source file 
lib/core/include/rodsGenQuery.h defines the columns available via the General Query 
interface. For example, to find the total size of a collection one would run ‘ iquest “select 
sum (DATA_SIZE) where COLL_NAME = ‘/tempZone/home/rods’ ” where DATA_SIZE 
and COLL_NAME are defined columns within rodsGenQuery.h. 
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