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Figure 3-7 – BlueArc Titan 2200 Node (Rear View) 

 

4 Project Goals 
 
This project will help understand and identify performance and functionality capabilities of 
network attached storage.  The primary goal is to create a detailed and systematic 
methodology for evaluating NAS devices by examining some of the NAS technologies 
available today.  The criteria for the methodology and initial evaluations include, but are not 
limited to: performance, reliability, security, data access, management, scalability, quotas, 
and support.  
 
This project will also develop detailed questions HPC centers should ask NAS vendors 
about their technology that go beyond just marketing material 

5   Tests and Evaluations 
 

A. Methodology and Vendor Questions 
 
Important keys to the understanding and evaluation of the actual functionality, capabilities, 
and performance characteristics of NAS storage equipment are a detailed methodology and a 
list of important questions to the vendors that go beyond the marketing and datasheet 
publications.  A methodology includes the initial investigation of technologies, development 
and execution of a test plan, and follow-up discussions with the vendors once the testing is 
completed.  The following outline shows the methodology followed for this evaluation: 
 

1. Investigation 
a. Vendor Briefings on NAS technologies 

i. Description of the needs of the HPC center 
ii. Presentations on Functionality, Performance, and Roadmap 
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iii. In depth discussion of the product concerning the following topics: 
1. General Architecture and Features 
2. Performance 
3. Reliability and Availability 
4. Connectivity and Security 
5. NAS Clients: Number and Configuration 
6. Backup Support 
7. Capacity Planning and Performance Analysis 
8. Automation 
9. Storage Management 
10. Diagnostic Tools 
11. Support and Service Offerings 

 
 

2. Install Equipment and Execute Test plan 
a. Install equipment into test environment that reflects requirements 
b. Execute test plan and record results 
c. The test plan used for this evaluation is shown below: 
 
DICE NAS Test Plan 
 

A. System Deployment and Initial Configuration 
a. Deploy the system to be available through 4-copper Ethernet interfaces 

to the HPC clusters internet network. 
b. Evaluate the initial setup and configuration that is delivered and 

recommended with the solution. 
c. How long did it take? 
d. Were there any major difficulties? 
e. Are there any other ways to setup (I.E. automatic discovery, manual, 

etc….) 
f. Document and diagram the system setup. 

B. Finalize the general evaluation criteria of the NAS system questions. 
C. Evaluate the security of the system 

a. Identify NAS security settings via exploring the system GUI/CLI, 
manuals and look for security bulletins on the NAS vendor website 
and other security related websites. 

b. Remove any unnecessary network services from the NAS. 
c. Can NAS administration privileged functionality be isolated from the 

general LAN user and be placed behind a dedicated management 
network. 

d. Have the local security team perform network based security scan of 
the NAS devices and document the results. 

e. Determine if NAS can work within the current AFLC MSRC security 
environment. 

f. Verify the ability to configure file system directory and file access 
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permissions using UNIX style security 
D. Manage storage within the NAS 
E. Determine and document the methods of adding volumes and file systems 

with the raw storage within the NAS. 
F. Document the methods and types of file systems that can be created. 
G. Document the redundancy afforded by the NAS. 
H. Setup file systems in a manner that would mimic that of the current HAFS in 

terms of name, directory naming, etc. 
I. Setup Users 

a. Setup users and home directories to mimic normal HAFS user. 
b. Verify the ability to setup Quotas for the users or directories via hard 

quota type mechanism. 
c. .Verify the ability to specify UNIX UIDs and Group GIDs for a user. 

J. Export the home file systems and mount the file system to the DICE cluster 
nodes. 

a. Export and mount the file systems using the similar mount commands 
that would be used on the HAFS. 

b. Document the results. 
1. Export: 
2. share  -F nfs -o nosub, nosuid, 

root=ss1.asc.hpc.mil:ss2.asc.hpc.mil, 
rw=@10.10.130:@10.10.132:@10.10.134:@10.10.138:@10.10.14
0:@10.10.142:@10.10.148 -d "HAFS" /qfx1/hafx1 

3. Mount: 
4. x1v-e2:/qfx1/hafx1     /hafx1  nfs rw, nodev, nosuid, timeo=70, 

retrans=30, nfsvers=3, bg, intr, tcp, rsize=8192, wsize=8192, soft 
K. Test that the file system is accessible through any interface on the system to 

ensure that the file system is a true global file system. Any file should be 
accessible through any NAS interface on any NAS head. Document the 
results. 

L. Add additional network connectivity 
M. Add and additional network to the NAS system by integrating access from 

the Force10 switch. Test this connectivity through ancillary nodes in the 
DICE environment, and the Spirit cluster’s Login and Admin nodes. 

N. Manage storage within the NAS 
O. Determine and document the methods of adding volumes and file systems 

with the raw storage within the NAS. 
P. Document the methods and types of file systems that can be created. 
Q. Add capacity to and existing file system. 
R. Decrease capacity of an existing file system. 
S. Performance Testing 

i. IOZone and/or Xdd from cluster nodes 

T. Single stream write throughput tests of large file ~10GB 
U. Single stream read throughput tests of large file ~10GB 
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V. Iterate from 1 to 32 simultaneous write throughput tests of large file ~10GB 
on each node through a round-robin use of the network interfaces into the 
NAS. 

W. Iterate from 1 to 32 simultaneous read throughput tests of large file ~10GB 
on each node through a round-robin use of the network interfaces into the 
NAS. 

X. Single stream write throughput tests of small file ~1MB 
Y. Single stream read throughput tests of small file ~1MB 
Z. Iterate from 1 to 32 simultaneous write throughput tests of small file ~1MB 

on each node through a round-robin use of the network interfaces into the 
NAS. 

AA. Iterate from 1 to 32 simultaneous read throughput tests of small file ~1MB 
on each node through a round-robin use of the network interfaces into the 
NAS. 

BB. Repeat simultaneous tests with as many tests from User LAN nodes in 
addition to the tests running on the cluster nodes 

CC. Fault Testing 
DD. Disconnect network cable while be utilized for nfs file copies. Verify copy 

continues on alternate network adapter. 
EE. Fail a disk drive and reintegrate it to verify no loss of data and benchmark 

rebuild times. 
FF. Disconnect internal fibre loop cable while be utilized for nfs file copies. 

Verify copy continues on alternate fibre loop. 
GG. Fail ad NAS head while be utilized for nfs file copies. Verify copy 

continues on alternate NAS head. 
HH. Remove power supply while be utilized for nfs file copies. Verify NAs 

head stays available and copy continues. 
II. Document the redundancy afforded by the NAS. 
JJ. Load balancing and Channel Bonding 
KK. Evaluate the available load balancing options with the NAS and if 

applicable test the methods. 
LL. Evaluate the availability of channel bonding available to aggregate 

throughput. If available evaluate with the performance tests above. 
MM. Management tool 
NN. Setup and test email alert functionality 
OO. Evaluate system logging and troubleshooting tools incorporated in the 

NAS 
PP. Evaluate and document the available management tools (GUI, CLI) for the 

NAS. Evaluate for ease of use, simplicity and functionality. 
QQ. Evaluate alert report capabilities and troubleshooting 
RR. Evaluate the performance monitoring capabilities. 
SS. Evaluate the documentation and support web site available. 
TT. Evaluate software patching and upgrades 
UU. Miscellaneous 
VV. Verify that jumbo frames up to 9000 bytes are available 
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WW. Verify the NAS supports Ipv6 

 
 

3. Document Results 
a. Record all results from evaluations 
b. Note deviations from anticipated results 

4. Follow up with Vendor 
a. Discuss all results with the vendor 
b. Address questions, concerns, and any recommendations 

 

6    Evaluation Results 
Each of the vendors was provided a 45-60 day window for evaluation of their equipment 
in the DICE environment.   The following information contains the answers to the vendor 
questions and results from the test plan. 
 

EXPERIMENTS 
 

6.1 Isilon 
 
General  
What are the names and model numbers of the 
storage products? Isilon IQ 1920, 3000 & 6000 

What is the general architecture of the NAS? 
Clustered solution with 3-32 nodes with a global 
name space across all nodes active/active 

What types of drives are supported by the NAS? 
(SATA/SAS/FC) SATA 
Can the NAS be clustered? Solution is only available in a cluster of 3-32 nodes. 
Is there a global file system within the NAS (and, if 
appropriate, the cluster)? Yes, global FS 
Are there any specialty nodes or components 
available? (accelerators) Accelerator nodes available 

What are the optional software features of the NAS? 

SmartConnect - connection load distribution 
SyncIQ - fast replication of files across multiple Isilon 
IQ clusters over WAN and LAN. 
SnapshotIQ - Snapshot technology. 

  

Performance  
What drive sizes and speeds are available in the 
NAS? 3.5 SATA-2 in 160 GB, 300 GB and 500GB 
What are the throughput capabilities for reads and 
writes in both Megabyte/s and IO/s? See figure 5-1 below table 

•         What is the max throughput achievable 
attainable? What is the basis for the numbers? See figure 5-1  below table 

•         What are the throughput capabilities per 
node/system? See figure 5-1  below table 
Are there benchmark numbers available? None listed on spec.org or storage performance 
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council. 

  

Scalability  
What is the maximum amount of storage per system? 576TB using a 96node IQ6000 system 
What is the minimum amount of storage per system? Minimum is a 3-node cluster IQ1920 with 5.7TB. 

Is clustering available and what type? (active/active, 
active/passive, etc) 

It is a clustered solution. Each node comes with 12 
hot swappable drives at the three different sizes 
depending on the model purchased. 

What is the maximum usable capacity (in gigabytes; 
GB) for a single storage array? NA 
Can new disks be added on the fly or new nodes? Yes, by adding new nodes with 12 disks. 
  

Reliability and Availability  

Are there any single points of failure inside NAS? 

No, when implemented with two backend switches, a 
minimum 3-node cluster and one of the data 
protection schemes are enabled. 

How many global spares does your array support? No spares in system 
Does the NAS support remote copy? Yes with optional SyncIQ software 
What redundancy is built into the NAS? multiple nodes, with multiple PS, multiple I/O ports 
What protects data in cache on a power failure? How 
does feature work?  NA 

What type of RAID or other disk failure protection 
does your NAS support? 

FlexProtect-AP file-level striping with support for N+1, 
N+2, N+3, N+4 and mirroring data protection 
schemes. 

Any other protection mechanisms available for the 
data? No 
If a clustered solution, what is the maximum number 
of nodes? 96 nodes 
Is there port failover for external ports? Yes 
  

Connectivity and Security  
External port speeds available? (10/100/1000/10000) 1GigE 
Support Jumbo Frames? (9000byte) 9000 bytes 

Number of external ports available? 
(2) 1GigE, they can not be used simultaneously on 
the same subnet. 

Are Fiber and/or Copper ports for external 
connections available? Copper only 
What is the backend architecture? 1GigE Ethernet or Infiniband 
What NFS versions are supported? NFS v3 (UDP or TCP) 
Other than NFS, what other connectivity options are 
there? CIFS, FTP, HTTP reads/writes. 

If a clustered solution is their load balancing between 
nodes? How is it determined? 

Yes, SmartConnect basic is Round-Robin. The Smart 
connection Advanced supplies other algorithms such 
as by CPU utilization and throughput 

Support Dual Stack IPv4 and IPv6? No, just IPv4 
Can external ports be connected to different subnets? Yes  

What operating systems are supported? 
Microsoft® Windows, Linux, UNIX, Apple® 
Macintosh. 

Is there an operating system embedded in your Yes 
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storage array? 
•         Type of OS/Flavor? FreeBSD 
•         Root access? Yes 
•         How are vulnerabilities addressed? NA 
•         Have the products been Evaluation 

Assurance Level (EAL) evaluated, and what level 
have they achieved? 

Isilon is currently with an approved CCE Lab and 
working on an EAL2 Security Target. 

•         What services and ports are used and which 
ones are required? 

NFS, FTP, SSH, Web Port 80 – any and all can be 
disabled. 

•         How are client users authenticated? UserID and password 

•         Is there third party security supported such 
as Securid, Kerberos or a combination of both? 

Support for Microsoft Active Directory Services 
(ADS), Network Information Service (NIS) and 
Lightweight Directory Access 
Protocol (LDAP) 

Does the NAS support the following NFS export 
options: 
share  -F nfs -o nosub, nosuid, 
root=ss1.asc.hpc.mil:ss2.asc.hpc.mil, 
rw=@10.10.130:@10.10.132:@10.10.134:@10.10.13
8:@10.10.140:@10.10.142:@10.10.148 -d "HAFS" 
/qfx1/hafx1 No 
NAS Clients  

•         What clients are supported? NFS client or CIFS clients. 
•        Any specialty client connectivity software 

supported? No 
•       Support the following Client Mount Options: 

 fx1v-e2:/qfx1/hafx1     /hafx1  nfs rw, nodev, nosuid, 
timeo=70, retrans=30, nfsvers=3, bg, intr, tcp, 
rsize=8192, wsize=8192, soft Yes 
Does the NAS have its own unique file system? Yes, it is called OneFS. 

  

Backups  
What backup methods does the NAS support? NDMP 
What backup software is supported? NDMP V3 and V4 compliant software 
Is there TAR or some other built in backup tool 
supplied? Tar is there, but it can not do incrementals. 
  

Capacity Planning and Performance Analysis  
What tools are available to determine future capacity 
needs? NA 
Does the NAS have the capability to add capacity on 
demand? Yes, add a node. 
Are there tools to see how the NAS is performing? 
Historical Collection? Yes, history is limited to two weeks. 

  

Automation  
Are there tools to automate tasks? Limited to certain tasks  
  

Storage Management  
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What software and/or hardware is required to deploy 
the NAs? DNS to configure SmartConnect. 
Does the NAS use UNIX UIDs? UNIX Group IDs? Yes 

Can you import an existing UNIX user file? 
Not with a command, maybe able to merge with our 
file 

Can you import an existing UNIX group file? 
Not with a command, maybe able to merge with our 
file 

Support SSH connectivity for management? Yes 
Support Kerberos? No  
What connectivity options are there to manage the 
NAs? Shared Ethernet, serial port 
Is there a command line interface (CLI) into the array 
for management and configuration? Yes 
Is there a GUI interface into the array for 
management and configuration? Yes 
If a GUI is provided, is it Web, Java, or X based and 
what are the client requirements for accessing? Web with some java applets 

What type of monitoring tools do you have? 
GUI provides management and monitoring 
capabilities. 

Does your software work with other network 
management frameworks? Nagios, Openview, etc…? No 
What types of reports can I get from your 
management tools? Performance 
What documentation is provided for the hardware and 
software for configuration and management? Web site and pdf documents 
Does the NAS Support Quotas? Hard? Soft?  Soft only 
Can a user view their quota from the client? No 
  

Diagnostic and Debugging Tools  

Does the NAS support customer self-diagnostics? 
Yes, there are logs and status GUI screens and CLI 
commands that help identify problems. 

How are notifications sent? Email or home phone 
Do you have any troubleshooting or diagnostic tools? Built into GUI 
What documentation is provided for the hardware and 
software troubleshooting? 

The Isilon Users Guide has a section on system 
maintenance. 

  

Service and Support  
What is the warranty provided for hardware and 
software? Must purchase support agreement with system buy 

How many service employees do you have? 

Isilon currently has 30 Engineers assigned across 3 
support Tiers.  Isilon also has 30 Field System 
Engineers supporting our customer base directly. 

Who provides the field service? 

Isilon employs a host of options for handling IC 
deployments. We have programs that allow us to 
develop the right professional services and support 
model to accommodate a wide variety of geographies 
worldwide. If a specific integrator or service provider 
has been selected by a given IC agency; training and 
certification would take 2 days. 

Do local field service technicians have security 
clearances? 

Isilon employs a number of subcontractors that have 
cleared personnel to support our maintenance efforts. 
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Where do you stock spare parts? Local UPS depots 

Do you stock onsite spare parts? If yes, list how many 
spares of each type. 

Normally Isilon recommends customer purchase and 
stock One Spares kit for every 5 nodes in the cluster.  
Currently, customer spares kits are drives only. 

What are the standard terms of service? 

Due to the sensitivity and importance of the 
information stored on the Isilon, each system 
purchased is required to have a support contract. The 
Platinum, Gold or Silver level would be selected and 
the length of support desired: 1,2,3,4 or 5 year 
contracts. 
Platinum - 7x24x365 phone support; same day parts; 
software updates 
Gold - 7x24x365 phone support; next business day 
parts; software updates 
Silver - 5x8 business day phone support; next day 
parts 
If an offering outside of these is desired, customer 
support plans can be developed. 

What is the onsite response time if I have a problem? 

Isilon Systems offer a complete array of support 
options that can be tailored to the specific mission 
requirement. Platinum Support provides same day 
support while Gold Support provides next business 
day support. 
 
Platinum and Gold Support plans provide the 
following services:  
  
• Telephone and e-mail support (24x7x365)  
• Web-based knowledge base  
• Email home for critical alerts  
• Software upgrades  
• On-site support  
• Spare parts support  
 
Gold Support provides next business day parts 
delivery and on-site support. 
 
Platinum Support offers customers 4-hour parts 
delivery, (24*7) and on-site support.  

How often is software and firmware updated and who 
performs the upgrades? 

Quarterly maintenance releases.  We have 1-2 major 
OS releases per year. 

Do software and firmware updates require an outage?
Generally maintenance upgrades do not.  Major OS 
upgrades require system reboot. 

  

Cost  
What are the ongoing costs over the life of your 
solution? Annual maintenance costs. 

Can you provide Department of Defense (DoD) 
references available? 

Isilon is deployed in a variety of Uniformed Services 
and Intelligence Agencies including: Asia Pacific 
Security Studies PACOM, Army Intelligence, DIA, 
NGA, Army Corps of Engineers, Navy, and OSD. 

Do you support non-recovery of failed drives due to 
DoD security regulations, and if so, is there any 
additional maintenance cost? 

Isilon has specific support part numbers that allow 
agencies to keep drives and destroy them due to the 
presence of sensitive data. As with other 
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manufacturers, Isilon does charge additional fees for 
the non-return option and is competitive from a pricing 
perspective. 

What is the pricing for optional software components? NA 
  

Vendor Information  
Who manufactures the storage array of the NAs? Isilon 
Number of Storage Units shipped? Approx 8,000 nodes shipped 
Number of deployed sites? >500 

Table 6-1 
 
 

 
Figure 6-1 Isilon’s Published Performance Data 

 

6.1.1 System deployment, setup and scalability 
 

The 3 node IQ3000i cluster was very easy to deploy into the DICE 
environment at the AFRL MSRC. All the disks are located in each node. 
Therefore, the foot print is very small. Each node was 2U high and contained 
12 300GB SATA drives. We needed 6U’s of cabinet rack space for the 3 
nodes and 1U of cabinet space for the Infiniband switch. Each node required 
(2) 220V power sources for the redundant power supplies which we supplied 
from the Dell cabinet’s PDUs.  
 
The initial setup of the nodes was performed 3 different ways to show the 
flexibility of the systems. The 1st node was attached to the Netgear switch and 
made available to the cluster via configuration through the front LCD panel of 
the 1st node. The 1st node was available to the cluster for NFS mounts within 5 
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minutes of setting the initial configuration. The 2nd node was powered up, 
connected to the Netgear switch and through the CLI of the 1st node, 
discovered, configured and brought online. The 3rd node was powered up, 
connected to the Netgear switch and through the GUI of the 1st node, 
discovered, configured and brought online. 
 
During initial setup and post setup, evaluation testing of all configurations on 
the system were required to be done by the ‘root’ user. The Isilon system is 
based on the FreeBSD operating system, which is a UNIC derivative. 
 
The Isilon cluster includes a software feature called SmartConnect Basic. 
SmartConnect Basic provides that ability to Round-Robin the initial inbound 
Ethernet connections into the cluster. This is done in conjunction with settings 
on the DNS server and the SmartConnect software on the Isilon cluster. The 
DNS server is setup to connect to a virtual IP SmartConnect address on the 
Isilon cluster, query for a connection to use, and relay the information to the 
client wishing to connect. The initial setup of SmartConnect was very 
challenging in a Linux based DNS environment, because the documentation in 
the users manual was geared towards Microsoft Windows environment. 
Through phone conversations with the Isilon Support staff, a delegation zone 
was established on the DNS within the DICE cluster. In addition, we 
discovered a myriad of helpful how-to and best practices documents on 
Isilon’s support website. 
 
Included with the Isilon cluster was an evaluation of SmartConnect 
‘Advanced’. The Advanced version of SmartConnect provides other 
algorithms for load balancing the inbound Ethernet connections into the Isilon 
cluster. In addition to Round-Robin, the other algorithms are: 

• CPU Utilization 
• Aggregate Throughput 
• Connection Count 

The only algorithms tested in our evaluation were Round-Robin and 
Aggregate Throughput, with the latter being the predominant. 
 
Additionally, multiple inbound Ethernet connections from multiple nodes can 
be ‘zoned’ within the cluster, and each can use a different connection 
algorithm within the cluster. We tested this functionality by establishing 
another zone within the Isilon cluster that utilized the 2nd Ethernet port on 
each node and connected them to the Force10 switch on the user network 
within DICE. It does bring into question that there could be a potential 
conflict with two different algorithms running on the same node, such as CPU 
Utilization and Connection Count balancing. Due to time constraints, we were 
unable to explore this in detail. 
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6.1.2 Management 
 

Isilon has both a web based Graphical User Interface (GUI) and an SSH 
accessible Command Line Interface (CLI). The web based GUI is very easy to 
use and fairly well organized. One item to note is that to change some system 
settings you are sometimes required to traverse many dialogue pages to reach 
the page requiring the change.  

 
If a system administrator wants to access the GUI or the CLI via LAN 
connection, the connection must be made through one of the two Ethernet 
front end ports that normal user traffic would flow across. A front end port 
could be dedicated to be a port for management, but it takes away from the 
available user ports. The web GUI and SSH access can be disabled or enabled 
in whole, on all Ethernet ports, not on a port by port basis. 

 
The GUI is used for both configuration and monitoring. You can configure the 
cluster and any node from the GUI. There are tools to configure and 
automatically initiate Network Data Management Protocol (NDMP) v3 or v4 
based network backups. There are alert configuration and monitoring tools 
and there are both real time and historical performance reporting tools.  

 
The CLI allows both custom Isilon commands to be executed as well as 
standard BSD UNIX commands. All Isilon commands start with ISI. 
Additionally, there is a third way to interface the system by way of the LCD 
front panel on each Isilon node. There is functionality in the LCD panel to 
monitor, configure, start and stop the node.  

 
The user’s guide for the Isilon system has very limited documentation on 
using the CLI or the node front LCD panel. The manual is very GUI oriented. 
The users guide provides the list of configuration options for all the fields you 
will encounter, but it does a below average job explaining why you would 
choose a particular option over another. 

 
The Isilon system had quota management, but it was only soft. Meaning, that 
if you put a quota on a user, the user only received messages they exceeded 
their quota if they were logged onto the Isilon cluster. They would never see a 
message, on the client side, that they exceeded their quota. Since it is a soft 
quota, the user could continue to grow their data past the soft limit until the 
limit of the cluster disk space was reached. Additionally, there is no 
mechanism on the system to restrict size growth of the directories.  

 
While trying to resolve a security problem, Isilon wanted us to upgrade the 
operating system from 4.5.1 to 4.5.3.81. The steps to initiate the upgrade are 
to place the update file on the node in the /ifs/data directory and from the GUI 
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or CLI select the upgrade screen/command, then select the update file. The 
upgrade went very smooth, but it did require a reboot of the cluster 
 
When starting the cluster from a halted state, it is necessary to power the 
nodes at the physical location of the node. There was no way to start the 
cluster remotely. However, individual nodes can be started and stopped 
remotely. 

 

6.1.3 Operating System and File system 
 

The operating system used by the Isilon system is FreeBSD. Isilon has added 
their own code for the system to operate as a NAS and is part of OneFS. The 
system employs Apache web server for GUI access. Some of the operating 
system components were very old versions, which may indicate that the 
updates, provided by Isilon, primarily address Isilon’s proprietary software 
only. 
 
The file system is called OneFS. The OneFS software includes the RAID, the 
file system and the volume manager. The file system stripes the data across 
disks and nodes on a file-by-file basis. You can choose your data protection 
scheme at the cluster, directory or file level.  

 
If choosing to set the protection level of the data at a cluster level there are 
four available parity protection levels to choose from: 
• FlexProtect +1 – Cluster and data available should a single disk or node 

fail. The cluster must have a minimum of three nodes to configure this 
protection scheme. 

• FlexProtect +2 – Cluster and data available should two disks or two nodes 
fail. The cluster must have a minimum of five nodes to configure this 
protection scheme. 

• FlexProtect +3 - Cluster and data available should three disks or two 
nodes fail. The cluster must have a minimum of seven nodes to configure 
this protection scheme. 

• FlexProtect +4 - Cluster and data available should four disks or two nodes 
fail. The cluster must have a minimum of nine nodes to configure this 
protection scheme  
 

If there is a desire to change protection level at the directory or file level, this 
can be done by setting the protection level to FlexProtect Advanced. With this 
option you can choose the protection schemes mentioned above (FlexProtect 
1-4) or up to 8x mirroring. 

 
Exporting a directory is simple with the GUI, but there are no advanced NFS 
options that can be set. The manuals and support site do offer suggested 
mount options for clients. It is assumed that since the system relies on 
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FreeBSD to provide the NFS services, that there could be changes made to the 
NFS files, but this was not attempted. 

 

6.1.4 Security 
 

User and Group management is easy with the GUI. Like the NFS export 
option, it is very rudimentary. To add a user: you supply the Login ID, user 
real name, new password, home directory and shell. You can also decide 
whether to enable it or disable it. There is no way for the GUI or CLI to set 
the UID for the user. In theory, you could edit the /etc/passwd files on all the 
nodes, but this was not tested. Adding groups was similar. In that, you can not 
define the GID of the group. There are no tools to import existing users or 
groups from a file.  
 
As part of the evaluation, it was necessary for our internal security team to 
scan the system vulnerabilities using a common toolset that they use 
throughout the environment. The findings from the scans resulted in multiple 
vulnerabilities being found. As a service to Isilon’s user community they are 
not documented in this paper, but were shared with Isilon. There are 
workarounds for the vulnerabilities, but this would result in a less than desired 
user and management arrangement. 

 
The system provides interfaces to LDAP, NIS, and ADS based authentication 
and security systems. None of these options were evaluated.  

 
Both files and directories utilize UNIX style permissions, ownership and 
group settings typical of any UNIX based file system.  

 

6.1.5 Reliability 
 

The Isilon system appears to be very robust in terms of redundancy and 
reliability from hardware failures. As part of the testing, we ran through 
Isilon’s procedure to fail a disk drive, and data was still available. The failed 
drive was re-inserted into the node and rebuilt successfully. Under heavy 
system, we pulled power supplies and network cables with no alerts or errors 
observed.  We did not test node failure by crashing a node as Isilon did not 
provide us with a procedure to do this. We did not want to risk damaging a 
unit.  

 

6.1.6 Performance 
 

File transfer performance was equal to or better than the performance shown 
in figure 5-1. One point to note is that there is no channel bonding capability 
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with Isilon. So, there is no way to increase the speed of a single stream file 
transfer over the 1Gb/sec Ethernet port. 
 
Our performance testing was to verify that the system could sustain acceptable 
transfer speed while serving many users simultaneously and spread the load 
throughout the cluster.  Our aggregate tests were done with a single stream 
coming from each of the 32 HPC cluster nodes simultaneously to create an 
environment of sustained activity for a longer observation period.  
 
During the throughput tests, it was observed that the GUI became very 
sluggish to navigate due to the sustained load on the system. The CPU 
utilization was well over 90% during the tests. The CPU utilization was 
spread very equally among the nodes using the “Throughput” option in Smart 
Connect. 
 

Aggregate Write Test for Parity Protected Data: 

 
From the HPC cluster, we ran 32 simultaneous writes using IOZone of a 5GB 
file  to a single port on each Isilon node in the Isilon cluster(Total of three 
ports), while using the “Max Throughput” Isilon SmartConnect zone setting. 
Results were on the order 165MB/sec out of a theoretical maximum 
throughput rate 384MB/sec (43%). The directory being written to was 
configuring with Isilon FlexProtect +1 setting.  
 
Figure 5-2 shows a historical performance graph available on the Isilon 
system. One strange anomaly observed was the drastic drop in throughput that 
is seen in figure 6-2 at the 10:21:20 data point. This anomaly appeared in 
virtually every sustained write test that we did. We asked Isilon for their 
explanation for why this was occurring, and we have not received an answer 
to this question. 
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Figure 6-2.   Summary of aggregate write throughput on parity protected folder 
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Aggregate Reads Test for Parity Protected Data: 
 
From the HPC cluster, we ran 32 simultaneous reads using IOZone of a 5GB 
file to a single port on each Isilon node in the Isilon cluster (Total of three 
ports), while using the “Max Throughput” Isilon SmartConnect zone setting. 
Results were on the order 325 MB/sec out of a theoretical maximum 
throughput rate 384 MB/sec (85%). The directory being written to was 
configured with Isilon FlexProtect +1 setting. 

 

 
Figure 6-3. Summary of aggregate read throughput on parity protected folder 
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Aggregate Write Test for Mirror Protected Data: 

 
From the HPC cluster, we ran 32 simultaneous writes using IOZone of a 5GB 
file  to a single port on each Isilon node in the Isilon cluster (Total of three 
ports), while using the “Max Throughput” Isilon SmartConnect zone setting. 
Results were on the order 130MB/sec out of a theoretical maximum 
throughput rate 384MB/sec (34%). The directory being written to was 
configured with Isilon 1 copy mirroring. Again, notice the negative 
throughput spike in the graph.  

 

 
Figure 6-4. Summary of aggregate write throughput on  mirrored folder 
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Aggregate Reads Test for Mirror Protected Data: 
 
From the HPC cluster, we ran 32 simultaneous reads using IOZone of a 5GB 
file to a single port on each Isilon node in the Isilon cluster (Total of three 
ports), while using the “Max Throughput” Isilon SmartConnect zone setting. 
Results were on the order 340 MB/sec out of a theoretical maximum 
throughput rate 384 MB/sec (88%). The directory being written to was 
configured with Isilon 1 copy mirroring. 

 

 
Figure 6-5. Summary of aggregate read throughput on mirrored folder 
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6.2 NetApp 
 

Table 6-2 below was developed in order to gather data and to be used to assess the 
capabilities of a vendor and their NAS offerings.  The data was generally available on the 
vendor’s website, vendor documentation, or through direct questions to the vendor.   
 

General   

What are the names and model numbers of 
the storage products? 

Data ONTAP GX is supported on the following 
products from: NetApp - FAS3040, FAS3050, 
FAS3070, or FAS6070. (FAS3050 has recently 
reached EOL for sales.) 

What is the general architecture of the NAS? Cluster of 2-24 of nodes  
What types of drives are supported by the 
NAS (SATA/SAS/FC)? FC or SATA 
Can the NAS be clustered? Yes 
Is there a global file system within the NAS 
(and, if appropriate, the cluster)? Yes 
Are there any specialty nodes or components 
available (accelerators)? No 

What software options are included? 

Global Namespace, Transparent FlexVol move, 
Integrated automatic RAID manager, Snapshot, e-
mail alerts, NIS, DNS, FlexVol, NDMP capability, 
SSH, CLI, Web GUI, SNMP, or FlexVol High 
Performance Option 

What are the optional software features of the 
NAS? 

Storage Failover, Asynchronous Mirroring, and 
SnapRestore 

    
Performance   

What drive sizes and speeds are available in 
the NAS? 

FC 144GB 10k or 15k RPM, 300GB 10k or 15k 
RPM  SATA 250GB, 500GB, 750GB all 7.2k 
RPM    

What are the throughput capabilities for reads 
and writes in both Megabyte/s and IO/s? 

FAS3040A, two nodes, Data ONTAP 7 OS, 60038 
IOPS, Active-Active Cluster 
FAS3070A, two nodes, Data ONTAP 7 OS, 85615 
IOPS, Active-Active Cluster 
FAS6070A, two nodes, 7G OS, 136048 IOPS, 
Failover Cluster 

•         What is the basis for the numbers? Data above was from the SPEC test shown below. 
•         What are the throughput capabilities per 
node/system? Throughput not published 

Are there benchmark numbers available? 
SPEC SFS97_R! Benchmark results are at, 
http://www.spec.org/sfs97r1/results/sfs97r1.html. 

    
Scalability   
What is the maximum amount of storage per 
system? 6048TB 
What is the minimum amount of storage per 
system? 

One shelf would be the minimum, but to get the 
most of a FS3070 controller, two shelves, with 
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Fibre Channel 15k RPM drives, would be 
necessary. 

Is clustering available, and what type (Active-
Active and Active-Passive, etc)? Active-Active and Active-Passive 

What is the maximum usable capacity (in 
gigabytes; GB) for a single storage array? 

FAS3040 336 disk drives per controller, FAS3070 
504 disk drives per controller, FAS6070 1008 disk 
drives per controller   

Can new disks be added on the fly for new 
nodes? 

Yes, if slots are available in the disk tray. A new 
disk tray requires an outage. 

    
Reliability and Availability   
Are there any single points of failure inside 
NAS? No, not when implemented as a two node cluster 
How many global spares does the array 
support? Configurable by site 

Does the NAS support remote copy? 
Yes, through the use of the Disaster Recovery 
software option and remote hardware 

What redundancy is built into the NAS? 
Redundant hot-swappable controllers, cooling 
fans, and power supplies 

What protects data in the cache on a power 
failure? How does the feature work? 

A battery in each node protects the cache for up to 
30 days. 

What type of RAID, or other disk failure, 
protection does your NAS support? RAID4 and RAID4 with a second parity drive 
Any other protection mechanisms available for 
the data? 

Data ONTAP GX provides the capability to strip 
data across multiple controllers. 

If a clustered solution, what is the maximum 
number of nodes? 24 
Is there port failover for external ports? Yes 
    
Connectivity and Security   
External port speeds available? 
(10/100/1000/10000) 10/100/1000/10000 
Support Jumbo Frames (9000 bytes)? Yes 
Number of external ports available? Max 32 ports in a two node FAS3070 GX cluster 
Are Fibre and/or Copper ports, for external 
connections, available? Yes, both are available. 
What is the backend architecture? Fibre Channel 
What NFS versions are supported? NFS V2/V3 over UDP or TCPIP 
Other than NFS, what other connectivity 
options are there? Microsoft CIFS 
If a clustered solution is there load balancing 
between nodes? How is it determined? No 
Support Dual Stack IPv4 and IPv6? No, only IPv4 
Can external ports be connected to different 
subnets? Yes 
Is there an operating system embedded in 
your storage array? Yes 
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•         Type of OS/Flavor? Berkley Software Distribution (BSD) 
•         Root access? Yes 

•         How are vulnerabilities addressed? 

Vulnerabilities are addressed through normal OS 
upgrades or specific support escalations - most 
functions of BSD are turned off, and a firewall is 
active to minimize any possible threats. 

•         Have the products been Evaluation 
Assurance Level (EAL) evaluated, and what 
level have they achieved? Data ONTAP GX has not been EAL certified. 
•         What services and ports are used, and 
which ones are required? Port 80 for http access and port 22 for SSH 
•         How are client users authenticated? Unique user ids and passwords 
•         Is there a third party security supported 
such as Securid, Kerberos or a combination of 
both? Kerberos 
Does the NAS support the following NFS 
export options: 

share  -F nfs -o nosub, nosuid, 
root=ss1.asc.hpc.mil:ss2.asc.hpc.mil, 
rw=@10.10.130:@10.10.132:@10.10.134:@1
0.10.138:@10.10.140:@10.10.142:@10.10.14
8 -d "HAFS" /qfx1/hafx1 Yes 
  
NAS Clients  

•         What clients are supported? 

Supported NFS clients are: Apple Mac OS X 10.4, 
IBM AIX 5.2, IBM AIX 5.3, Linux 2.6, Sun Solaris 
8, and Sun Solaris 10. 
Supported CIFS Clients are: Apple Mac OS X 
10.4, MS Windows NT 4.0, MS Windows 2000, MS 
Windows 2003, and MS Windows XP. 

•        Any specialty client connectivity software 
supported? No 

•       Support the following Client Mount 
Options:  fx1v-e2:/qfx1/hafx1 /hafx1 nfs rw, 
nodev, nosuid, timeo=70, retrans=30, 
nfsvers=3, bg, intr, tcp, rsize=8192, 
wsize=8192, soft Yes 
Does the NAS have its own unique file 
system? Yes 
    
Backups   
What backup methods do the NAS support? NDMP based backups to FC attached tape drives 

What backup software is supported? 
Symantec Net backup, IBM Tivoli, CommVault, 
and BakBone 

Is there TAR, or some other built-in backup 
tool supplied? No 
    
Capacity Planning and Performance 
Analysis   
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What tools are available to determine future 
capacity needs? None 
Does the NAS have the capability to add 
capacity on demand? Adding disks shelves would involve an interruption. 

Are there tools to see how the NAS is 
performing? Historical Collection? 

Real time statistics are displayable in both the GUI 
as stats, or graphs, and in the CLI as stats. There 
is no historical collection of performance statistics. 

    
Automation   

Are there tools to automate tasks? 

The only automation available is for OS supplied 
features, such as Snapshots. Jobs can not be 
created, such as ones to capture system utilization 
and send an email. 

    
Storage Management   
What software and/or hardware is required to 
deploy the NAS? Network switches for inter-cluster communications 
Does the NAS use UNIX UIDs? UNIX Group 
IDs? Yes 
Can you import an existing UNIX user file? Yes 
Can you import an existing UNIX group file? Yes 
Support SSH connectivity for management? Yes 
Support Kerberos? Yes 
What connectivity options are there to manage 
the NAS? 

Serial console access is available, and it can 
dedicate an Ethernet port for management. 

Is there a Command Line Interface (CLI) into 
the array for management and configuration? Yes 
Is there a GUI interface into the array for 
management and configuration? Yes 
If a GUI is provided, is it Web, Java, or X-
based and what are the client requirements for 
accessing? Web with Java for graphing 
What types of monitoring tools are available? GUI has real-time Java performance monitoring 

Does your software work with other network 
management frameworks? Nagios, Openview, 
etc…? 

No, limited snmp support for up/down stats, no 
performance stats 

What types of reports can one get from the 
management tools? No reporting 

What documentation is provided for the 
hardware and software for configuration and 
management? 

Data ONTAP GX 10.0 Administration Guide and 
Reference Guide 

Does the NAS Support Quotas? Hard? Soft?  No 
Can a user view their quota from the client? No 
    
Diagnostic and Debugging Tools   
Does the NAS support customer self-
diagnostics? Yes 
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How are notifications sent? Snmp and email 
Are there any troubleshooting or diagnostic 
tools? 

Limited, must report errors to support for 
interpretation 

What documentation is provided for the 
hardware and software troubleshooting? None 
    
Service and Support   
What is the warranty provided for hardware 
and software? Requires SupportEdge contract 

How many service employees are there? 
NetApp contracts hardware support services, and 
it has extensive software support. 

Who provides the field service? IBM 
Do local field service technicians have security 
clearances? Yes 
Where are spare parts stocked? Common parts are stored at UPS parts depots. 
Are onsite spare parts stocked? If yes, list how 
many spares of each type. Not unless contracted 
How often is software and firmware updated, 
and who performs the upgrades? 

Quarterly fixes with semi-annual scheduled 
releases 

Do software and firmware updates require an 
outage? Yes 
What is the onsite response time if there is a 
problem? 

Both two hours, and four hours, onsite with 
Premium SupportEdge contract 
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Cost   
What are the ongoing costs over the life of the 
solution? 

SupportEdge service contract and GX 
implementation service 

Can Department of Defense (DoD) references 
be provided? Yes 

Is there support for the non-recovery of failed 
drives due to DoD security regulations, and if 
so, is there any additional maintenance cost? Yes 
    
Vendor Information   
Who manufactures the storage array of the 
NAS? Third party 
Number of Storage Units shipped? Over 250 GX Units 
Number of deployed sites? Over 50 GX Sites 

Table 6-2 
 

 

6.2.1 System Deployment, Setup and Scalability 
 

The two node FAS3070 GX NAS was delivered in a standard 42U server 
rack.  The rack already had the two nodes, along with six disk shelves.  Each 
disk shelf contained 14, 144GB fibre channel disk drives.  Each disk shelf had 
redundant fibre channel cables to the FAS3070 controller pair.  The rack was 
powered by two NEMA L6-30 power cables.  NetApp sent an onsite engineer 
for the initial configuration and training. 
 
The intention was to have an initial setup, which allowed the opportunity to 
expand the available connections to the NAS, for the purpose of evaluating 
provisions to other networks.  The NAS was connected with: two 1Gbps 
Ethernet connections to the Spirit Cluster’s Netgear GSM7248 switch, two 
1Gbps Ethernet connections to the Netgear GS116 for NAS inter-cluster 
communications, and two 1Gbps Ethernet connections to the management 
LAN.  Additionally, serial connections on both of the FAS3070s were utilized 
for system configuration.  
 
The system, FAS3070 running Data ONTAP GX, expects certain ports to be 
configured for particular purposes.  Pages 15 through 18, of the Data ONTAP 
10.0 Administration Guide, show which Ethernet ports should be used and 
their purpose.  For example, the guide showed that inter-cluster 
communications port1 and port2 should be on ports e0a and e0b, and 
management should be on port e1a.  It also pointed out that the NAS should 
have a minimum of two networks, one for data/management and another for 
inter-cluster communications.  In the end, the NetApp evaluation cluster was 
connected to four different networks.  The networks were: 
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• Inter-cluster Communications 
• Administration management 
• NFS user data access from the HPC cluster 
• NFS user data access from other systems connected to the 

DICE general network 
 
There are two ways to configure a new NetApp Data ONTAP GX NAS 
cluster.  The autoconfig or manual configure option can be used to configure 
the cluster.  The manual configuration method was chosen, which allowed the 
user NFS and cluster interfaces to be added by the staff.  The manual 
configuration method was recommended by the NetApp engineer.  It was also 
recommended to pre-wire the entire NetApp cluster prior to beginning the 
configuration. 
 
The manual configuration method walks the user through a series of prompts 
that defines only the basic information for the node, such as: node name, 
management network, dns, gateway address, and the administration login.  
The manual configuration was then repeated for the second node. 
 
After the manual configuration of both nodes was completed, SSH was used 
to access one of the nodes, via the network management port, to continue the 
configuration.  Chapter two of the NetApp Data ONTAP 10.0 Administration 
Guide walks through the steps to bring the nodes together into a cluster, which 
was used to finish the configuration.  Data ONTAP GX provides the ability to 
create virtual servers.  Virtual servers allow an organization to share the same 
physical nodes with many applications.  In virtual servers, separate networks, 
NFS and/or CIFS, Kerberos authentication, and UNIX users can be created in 
separate groups.  Only one virtual server was created for this evaluation.  
 
With the NetApp engineer, two inter-cluster communications Ethernet links 
and two user NFS data Ethernet links to the DICE HPC cluster’s Netgear 
switch were defined on each node.  The FS3070 nodes support Jumbo frame 
MTUs on the Ethernet interfaces of 9000 bytes, which were configured on 
several interfaces.  Ethernet interfaces in GX are called virtual interfaces, 
since they have the ability to migrate to different physical ports.  When a 
virtual interface is defined, they are assigned one of three roles.  The roles are: 

• Data – For user based NFS or CIFS traffic 
• Management – For managing the GX systems 
• Cluster – For GX inter-cluster communications 

 
Three globally available file systems were created for this evaluation.  One 
file system was striped across both nodes, and the two others were defined one 
per node. 
 
The version, of Data ONTAP GX, evaluated was GX 10.0.2.  There have been 
several modifications to the GX operating system to automate the initial setup 
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and configuration.  This includes the automatic creation of network failover 
rules.  After the creation of the cluster, the network addresses were changed to 
a couple of the interfaces configured during the manual configuration.  The 
NetApp engineer had a very difficult time reconfiguring the interfaces with 
the correct IP settings, due to the automatic failover rules that are 
automatically created.  Additionally, more network configuration problems 
were discovered during failover testing.  The issues, and their resolution, will 
be explained in the reliability section of this paper. 

 
The GX cluster only had two FS3070 nodes, but the Data ONTAP GX 
software supports clusters of up to 24 nodes and up to 6PB of storage.  
Additionally, the nodes, with their I/O expansion slots, can support FC 
attached tape drives, 10Gbps Ethernet adapters, and both fibre and copper 
1Gbps adapter cards. 

 

6.2.2 Management 
 

NetApp has both a web based Graphical User Interface (GUI) and an SSH 
accessible Command Line Interface (CLI).  The web based GUI is easy to use, 
but it requires lots of navigation, due to the extensive configuration operations 
available to the GX system.  Adding a new Ethernet interface requires the visit 
of several screens for reference, as well as configuration.  

 
If a system administrator wants to access the GUI, or the CLI via LAN 
connection, the connection, by default, can be made from any Ethernet port in 
the cluster.  Since this behavior is not desirable, the web services and SSH 
access to the management ports were limited.  There also is the ability to 
completely disable services, such as the GUI web server or SSH. 

 
The GUI is used for both configuring and monitoring.  The cluster, and any 
node from the GUI, can be configured.  There are tools to configure and 
automatically initiate Network Data Management Protocol (NDMP) based 
network backups.  There are alert configuration and monitoring tools and the 
ability for real-time performance reporting tools.  

 
The administration CLI provided Data ONTAP GX native commands.  It is 
very much like a UNIX style prompt, but it can only execute GX related 
commands.  UNIX style command line editing, as well as issuing commands 
that include query type operations, can be used for specifying the information 
one would like to view.  In both the CLI and GUI, there are three levels of 
command access – Admin, Advanced and Diagnostics.  Each level provides 
additional command functionality. 

 
The Data ONTAP Users Guide, and the reference manual, provides good 
resources of information for configuring the system.  The guides provide a list 
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of configuration options for all the fields to be encountered, but it does not 
always explain why a particular option should be chosen over another.  
NetApp support includes web access to knowledgebase type articles, but they 
were limited in the amount of value provided for the setup, configuration and 
usage. 

 
NetApp support was used for several configuration and usage type questions.  
They were very attentive to all questions and problems.  They were very 
proactive returning calls, and would often call hourly if there was no response.  
Additionally, on two occasions, NetApp support placed follow-up calls to 
ensure everything was running smoothly.  
  
NetApp Data ONTAP GX does not have a soft or hard user quota 
management system to limit disk space usage.  NetApp has stated they will 
provide quotas in the future.  A workaround to the problem would be to give 
each user their own GX “volume,” but there is a limit of 500 volumes per 
node.  

 
Data ONTAP GX provides no ability to browse the file system structures, 
monitor space at the directory level, or manage data within volumes using the 
management GUI or CLI itself.  Overall space usage can be monitored with 
management tools.  

 

6.2.3 Operating System and File system 
 

The underlying operating system of Data ONTAP GX is a variant of BSD.  
The GX code provides file system access, NFS configuration, storage 
configuration, and high availability.  While root is able to access the BSD 
operating system, during this evaluation, it was only used to configure firewall 
rules. 
 
There are two types of file systems, or volumes as GX calls them, which can 
be created.  Both types are considered globally accessible, since they can be 
accessed, for both reads and writes, from any node in the cluster.  The first 
volume type is homed on one of the nodes in the cluster.  This type of volume 
is owned by a particular node, but any node in the cluster has access to read 
and write to the volume.  It can be configured so that, upon failure of the node 
owning the volume, it can be failed over to another node in the cluster.  
 
The second type of volume is called a Striped Volume or “FlexVol High 
Performance Option.”  This volume is a collection of node-owned disks that 
are striped across multiple nodes within a GX cluster.  This distributes the 
reads and writes of the data across multiple controllers.  
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Volumes are built on what GX refers to as aggregates.  These would be akin 
to LUNs in the direct attached storage realm, where an aggregate is a 
virtualized collection of physical disks.  Additionally, an aggregate defines 
whether a volume is striped or not.  
 
GX offers two protection methods for protecting the data in the storage 
aggregate: 
• Raid4 – Block level striping of data with parity on a separate parity drive 
• Raid4-DP – Raid4 with two parity drives 

 
Exporting a volume is done by modifying the volume within the CLI or GUI.  
Mount options are based on the GX Virtual Server Export policies and export 
policy rules. 

 

6.2.4 Security 
 

Unique administrator user IDs can be created to administer and monitor the 
system.  These IDs are limited to GX administration duties and have no access 
to the BSD operating system as root.  The ID can be limited to particular 
access applications, such as SSH only or http.  Through the use of access 
control profiles, the user can be limited to commands within GX, and it can 
provide read-only privileges.  
 
The BSD user root is available on the system, but it is not used in day-to-day 
management of the GX system.  
 
As part of the evaluation, it was necessary for the internal security team to 
scan the system vulnerabilities using a common toolset throughout the 
environment.  Only one finding was found on the first scan that would be a 
risk, and that finding was resolved by turning off the service within the GX 
system.  

 
By default, if the web server GUI and/or SSH is enabled, it is available 
through all network interfaces.  Unsuccessful attempts were made to modify 
this behavior through the use of firewall policies with the GX software.  
However, NetApp support was able to help, through the creation of an IPFilter 
firewall rules file, in the BSD operating system, that limited access to the http 
and SSH protocol.  

 
The GX system provides interfaces to LDAP, NIS and Kerberos based 
authentication and security systems, which can be used for NFS access 
authentication.  None of these options were evaluated.  

 
Both files and directories can be configured to utilize UNIX style permissions, 
ownership and group settings typical of any UNIX based file system.  
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There is no ability to browse the user file systems within the FAS3070 nodes 
themselves.  All data file access must be accomplished through the NFS or 
CIFS file system.  CIFS access was not evaluated. 
 
Typical UNIX server NFS mount policies, for export security, can be 
employed on GX, such as: hostname or IP lists, refusal of super user access, 
and the disallowing of suid and device creation through the use of the virtual 
server export policy rules. 

 

6.2.5 Reliability 
 

The NetApp FAS3070 systems and storage were on-site for 2.5 months.  
During this period, there were two hardware failures.  The first was a disk 
drive that was reporting errors.  The GX provided procedures and commands, 
which were used to replace the drive. 

 
The second failure was a problem with a module in one of the disk shelves.  
This failure was noticed by error lights flashing on the disk drive shelf.  The 
light flashes indicated the problem was, “OPS Panel Hardware Fault Call 
NetApp.”  There did not appear to be any degradation in the operation of the 
system.  After NetApp support diagnosed the problem, NetApp sent a part 
replacement for the disk shelf and arranged for IBM to do the replacement.  
This required a shutdown to the disk shelf, for the replacement, forcing a 
stoppage to the entire system. 

 
During failover testing, it was discovered that IP addresses were failing over 
to Ethernet ports not on the same network.  After a bit of troubleshooting, it 
turns out that the default behavior of the virtual interface creation is to 
automatically enable failover and create the failover policy.  These automatic 
settings do not take into account the network with which they are connected.  
Virtual interfaces, with a public IP address, were failing over to ports on other 
private networks.  Attempts were made to edit the failover policies and port 
settings, but due to failover policy priority, changes could not be made.  The 
errors could have probably been maneuvered around in order to fix the issues, 
but in the end, it seemed simpler to delete all the virtual interfaces and failover 
policies, and recreate them manually.  This included deleting, and recreating, 
the ports made during the original initialization and configuration of the 
system.  The problems are believed to be due to the immaturity of the auto 
discovery features, now included in NetApp Data ONTAP GX 10.0.2.  When 
recreating the interfaces, the option to disable the failover-policy and use-
failover-group was chosen.  After the network interfaces were recreated, new 
failover policies were also created, which allowed the team to define where a 
port would failover to.  Failover was then enabled on each of the interfaces.  
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Once the network interfaces were recreated, the failover of cluster ports 
worked as desired.  The interface cables were pulled, from the switches, while 
traffic was flowing, and the traffic failed over to the alternate port with little 
hesitation.  

 
Stopping a node was tested by failing over the storage owned by the node and 
all the user data interfaces.  This worked well too, with minor hesitation from 
the FAS3070 controller to assume ownership of the disks. 

 
One other item to note about failover policies is that there can be multiple 
failover actions for an interface.  This means that one could state in a policy, 
that should port A fail, then port B virtually assumes the IP address of the 
failed port, and should B not be available, then port C could take over.  
Additionally, because NetApp uses virtual IP assignments on an Ethernet port, 
multiple IP addresses can share the same physical port, so no physical port 
needs to be in an unused standby mode. 

 
Although not tested, it is worth mentioning that GX provides disaster recovery 
mirroring of volumes to remote locations.  The documentation states the 
volume can be mounted read-only at the remote location, and it can assume an 
ownership role of read-write if desired. 

 
Other than the two hardware issues and network failover configuration 
problems, the system seems to be robust enough for an Enterprise application, 
and there was enough redundancy with the hardware, in combination with the 
GX high availability software.  

 

6.2.6 Performance 
 

The performance testing was meant to verify that the system could sustain 
acceptable transfer speed, while serving many users simultaneously and 
spread the load throughout the cluster.  The aggregate tests were scaled from 
one to 32 nodes, with a single stream coming from each of the 32 HPC cluster 
nodes.  For the performance tests, two non-striped volumes were written to 
(Volume1 and Volume2).  Volume1 was created and homed on Netapp1, and 
Volume2 was created and homed on Netapp2.  Volume1 was mounted twice, 
on each compute node, by utilizing one virtual interface on each FAS3070.  
This was repeated for Volume2, to ensure the file system was globally 
accessible, even though a particular FAS3070 owned it, and also to verify 
there was equal performance to the volume, no matter which node it was 
accessed from.  A Round-Robin approach was used, by selecting one mount 
on each compute node to load-balance data streams across the four NetApp 
1Gbps Ethernet ports.  The benchmark tool IOZone was utilized for this client 
scaling test. 
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Netapp NFS Client Scaling - 10GB - 4096k Block Size
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Figure  6-6  IOZone Client Scaling Throughput Test 

 



 

Page 45 of 65 

In addition to the scaling throughput test with multiple nodes, single client 
performance tests were performed to see if the team could saturate a client 
with NFS data.  The team used the XDD benchmark tool to perform tests of 
buffered reads/writes, as well as direct I/O.  In all cases, the NetApp could 
meet the demands of a single client for reads and writes.  In the tests, the team 
scaled the number of threads on a single client, from one to four, and utilized 
only one mount to the NetApp Cluster. 
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Figure  6-7  XDD Single Client Thread Scaling for Buffered Writes 
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Netapp - Single NFS Client - Scaled Threads - Buffered Reads - 40GB
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Figure  6-8  XDD Single Client Thread Scaling for Buffered Reads 

 

Netapp - Single NFS Client - Scaled Threads - Direct I/O Writes - 40GB
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Figure  6-9  XDD Single Client Thread Scaling for Direct I/O Writes 
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Netapp - Single NFS Client - Scaled Threads - Direct I/O Writes - 40GB
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Figure  6-10  XDD Single Client Thread Scaling for Direct I/O Reads 
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6.3 BlueArc 
 

Table 6-3 below was developed in order to gather data that could be used to assess the 
capabilities of a vendor and their NAS offerings.  The data was generally available 
through the vendor’s website, vendor documentation, or direct questions to the vendor.   
 

General  
What are the names and model numbers of 
the storage products? 

Titan 1100, Titan 2100, Titan 2200, Titan 2500, 
Titan 3100 and Titan 3200 

What is the general architecture of the NAS? Cluster of 8 of nodes, except the Titan 1100 (2 
nodes)  

What types of drives are supported by the 
NAS (SATA/SAS/FC)? 

FC or SATA 

Can the NAS be clustered? Yes 
Is there a global file system within the NAS 
(and, if appropriate, the cluster)? 

Yes 

Are there any specialty nodes or components 
available (accelerators)? 

Separate management unit called a SMU 

What software options are included? Snapshots and Quick Restores, IDR, Virtual 
Volumes, Virtual Servers, Quotas, NDMP, Snit-
Virus Support, Storage Pool 

What are the optional software features of the 
NAS? 

NFS, CIFS, ISCSI with Multipath, Virtual Server 
Migration, Data Migrator, Active-Actiev Clustering, 
Cluster Name Space, IBR, Sychronous Volume 
Mirroring, WORM file system, Cluster Read 
Caching 

   
Performance  
What drive sizes and speeds are available in 
the NAS? 

FC and SATA    

What are the throughput capabilities for reads 
and writes in both Megabyte/s and IO/s? 

Titan 2100 single node 76060 IOPS,  
Titan 2200 single node 98131 IOPS,  
Titan 2200 2-node active/active cluster 192915 
IOPS 

What is the basis for the performance 
numbers? 

Data above was from the SPEC test shown below. 

What are the throughput capabilities per 
node/system? 

Throughput not published. 

Are there benchmark numbers available? SPEC SFS97_R! Benchmark results for the Titan 
2100 and Titan 2200 are at  
http://www.spec.org/sfs97r1/results/sfs97r1.html. 

   
Scalability  
What is the maximum amount of storage per 
system? 

Titan 1100 – 128TB,  
Titan 2100/2200 – 2PB,  
Titan 3100/3200 – 4PB 

What is the minimum amount of storage per 
system? 
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Is clustering available, and what type (Active-
Active and Active-Passive, etc)? 

Active-Active and Active-Passive 

What is the maximum usable capacity (in 
gigabytes; GB) for a single storage array? 

Titan 1100 – 128TB,  
Titan 2100/2200 – 2PB,  
Titan 3100/3200 – 4PB 

Can new disks be added on the fly or new 
nodes? 

  

   
Reliability and Availability  
Are there any single points of failure inside 
NAS? 

No, not when implemented as a two node cluster 

How many global spares does the array 
support? 

Depends on the disk subsystem being used.  

Does the NAS support remote copy?   
What redundancy is built into the NAS? Redundant hot-swappable controllers, cooling 

fans, and power supplies 
What protects data in the cache on a power 
failure? How does the feature work? 

A battery in each node protects the cache for up to 
72hours. 

What type of RAID, or other disk failure, 
protection does your NAS support? 

RAID 1, 10, 5, 6 

Any other protection mechanisms available for 
the data? 

  

If a clustered solution, what is the maximum 
number of nodes? 

8 (except Titan 1100 which is 2) 

Is there port failover for external ports? Yes 
   
Connectivity and Security  
External port speeds available? 
(10/100/1000/10000) 

10/100/1000/10000 

Support Jumbo Frames (9000 bytes)? Yes 
Number of external ports available? Maximum 6 1GbE ports per node or 2 10GbE 

ports per node. 
Are Fibre and/or Copper ports, for external 
connections, available? 

Yes, both are available. 

What is the backend architecture? The inter cluster communications use 10Gb/s 
Ethernet 

What NFS versions are supported? NFS V2/V3 over UDP or TCPIP 
Other than NFS, what other connectivity 
options are there? 

FTP, Microsoft CIFS, iSCSI. 

If a clustered solution is there load balancing 
between nodes? How is it determined? 

No, must be done at the switch with link aggregate 
protocol. 

Support Dual Stack IPv4 and IPv6? No, only IPv4 
Can external ports be connected to different 
subnets? 

Yes 

Is there an operating system embedded in 
your storage array? 

Not on the NAS head. The heads are FPGA 
based. The Storage Management Unit (SMU) runs 
Linux Centos. 

Type of OS/Flavor? SMU only - Linux Centos 
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Is root access available? Yes, on SMU only 
How are vulnerabilities addressed? Vulnerabilities are addressed through normal OS 

upgrades or specific support escalations  

Have the products been Evaluation Assurance 
Level (EAL) evaluated, and what level have 
they achieved? 

No 

What services and ports are used, and which 
ones are required? 

Port 80 for http access and port 22 for SSH 

How are client users authenticated? Unique user ids and passwords 
Is there a third party security supported such 
as Securid, Kerberos or a combination of 
both? 

Kerberos with CIFS and active directory 

Does the NAS support the following NFS 
export options: 
share  -F nfs -o nosub, nosuid, 
root=ss1.asc.hpc.mil:ss2.asc.hpc.mil, 
rw=@10.10.130:@10.10.132:@10.10.134:@1
0.10.138:@10.10.140:@10.10.142:@10.10.14
8 -d "HAFS" /qfx1/hafx1 

Yes 

 
NAS Clients  
What clients are supported? NFS USP and TCP clients with version V2 or V3 
Is any specialty client connectivity software 
supported? 

No 

Are the following Client Mount Options 
supported?  fx1v-e2:/qfx1/hafx1 /hafx1 nfs rw, 
nodev, nosuid, timeo=70, retrans=30, 
nfsvers=3, bg, intr, tcp, rsize=8192, 
wsize=8192, soft 

Yes 

Does the NAS have its own unique file 
system? 

Yes 

   
Backups  
What backup methods does the NAS support? NDMP based backups to FC SAN or network 

attached tape drives 
What backup software is supported? Software which supports NDMP versions V2, V3 

and V4 
Is there TAR or some other built-in backup tool 
supplied? 

No 

  
Capacity Planning and Performance Analysis  
What tools are available to determine future 
capacity needs? 

None 

Does the NAS have the capability to add 
capacity on demand? 

Adding disks shelves would involve an interruption. 

Are there tools to see how the NAS is 
performing? Historical Collection? 

Real time statistics are displayable in both the GUI 
as stats, or graphs, and in the CLI as stats. 
Historical statistics are stored on the SMU and can 
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be viewed via the GUI or sent or sent to a csv file 
on the SMU. 

   
Automation  
Are there tools to automate tasks? The only automation available is for OS supplied 

features, such as Snapshots.  
   
Storage Management 
What software and/or hardware is required to 
deploy the NAS? 

None 

Does the NAS use UNIX UIDs? UNIX Group 
IDs? 

Yes 

Can you import an existing UNIX user file? Yes 
Can you import an existing UNIX group file? Yes 
Support SSH connectivity for management? Yes 
Support Kerberos? No 
What connectivity options are there to manage 
the NAS? 

Serial console access is available, and ssh/Web to 
the SMU 

Is there a Command Line Interface (CLI) into 
the array for management and configuration? 

Yes 

Is there a GUI interface into the array for 
management and configuration? 

Yes 

If a GUI is provided, is it Web, Java, or X-
based and what are the client requirements for 
accessing? 

Web with Java for graphing 

What types of monitoring tools are available? GUI has real-time performance monitoring 
Does your software work with other network 
management frameworks? Nagios, Openview, 
etc…? 

No, limited snmp support. 

What types of reports can one get from the 
management tools? 

No reporting 

What documentation is provided for the 
hardware and software for configuration and 
management? 

Titan Systems Administrations Guide, Brocade 
switch users guide, and the online CLI Reference 
Guide 

Does the NAS Support Quotas? Hard? Soft?  Yes, hard and soft 
Can a user view their quota from the client? No 
   
Diagnostic and Debugging Tools  
Does the NAS support customer self-
diagnostics? 

Yes 

How are notifications sent? Syslogger, Snmp and email 
Are there any troubleshooting or diagnostic 
tools? 

Limited, must report errors to support for 
interpretation 

What documentation is provided for the 
hardware and software troubleshooting? 

None 

   
Service and Support  
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What is the warranty provided for hardware 
and software? 

36 month hardware (best effort) and 90 
day software 

How many service employees are there? About 20 personnel in the US in field support and 
TAC Hot-Line. 

Who provides the field service? BlueArc personnel directly  
Do local field service technicians have security 
clearances? 

Some do 

Where are spare parts stocked? Partner logistics company that stocks parts in over 
40 local depots across the country 

Are onsite spare parts stocked? If yes, list how 
many spares of each type. 

Can stock parts on-site if that is preferred by the 
Customer 

How often is software and firmware updated, 
and who performs the upgrades? 

Strive for updates every quarter, and major release 
upgrades yearly. BlueArc does the major 
upgrades, while the minor ones can be done by 
the Customer 

Do software and firmware updates require an 
outage? 

Minor ones, no. Major, yes a reboot is necessary 

What is the onsite response time if there is a 
problem? 

Depends upon the Service Level Agreement. We 
have 3 options: warranty "Best Effort", Standard 
Service "Next Day", and Premium Service "7x24 4-
hour response" 
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Cost  
What are the ongoing costs over the life of the 
solution? 

Above warranty service contract 

Can Department of Defense (DoD) references 
be provided? 

Yes 

Do you support non-recovery of failed drives 
due to DoD security regulations, and if so, is 
there any additional maintenance cost? 

Yes, We request the serial tags off the drives for 
proof of elimination from use.  

   
Vendor Information  
Who manufactures the storage array of the 
NAS? 

LSI or Hitachi (user choice) 

Number of Storage Units shipped? In the mid-hundreds 
Number of deployed sites? In the mid-hundreds 

Table 6-3 Capabilities Summary 
 

 

6.3.1 System Deployment and Setup 
 

The two-node BlueArc Titan 2200 was delivered in a standard 42U server rack.  
The rack already had the two nodes, along with six disk shelves, a 1U System 
Management Unit (SMU), two Brocade Silkworm 200E fibre channel switches 
and a Netgear Prosafe 10/100 switch.  Each disk shelf contained sixteen 300GB 
fibre channel disk drives.  Each disk shelf had redundant fibre channel cables to 
the Brocade switches and the Titans.  The rack was powered by two NEMA L6-
30 power cables.  BlueArc sent an onsite engineer for the initial configuration and 
training.  
 
The NAS was connected with: eight 1Gbps Ethernet connections to the Spirit 
cluster’s Netgear GSM7248 switch, two 1Gbps Ethernet connections to the DICE 
networks Force10 E300 switch, and one 1Gbps Ethernet connection to the 
management LAN.   
 
Central to the management and configuration of the BlueArc cluster is the SMU. 
The SMU is used to manage all aspects of the cluster. The SMU can be placed on 
a public network for access but is typically on a center’s management LAN.  For a 
new delivery, the SMU would normally need to be configured from the ground 
up, in terms of network connectivity to the cluster’s internal management LAN.  
Since the demo unit was received from another user, the BlueArc internal 
management network was already configured. The internal management network 
connects the storage, storage switches, and Titan heads together through the 
Netgear Prosafe switch.  
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An understanding of how one wants to configure the file systems, networks, and 
how these would integrate into the clustering components of the Titan is critical to 
getting a satisfactory configuration. The configurations were setup and torn down 
numerous times before they were correct for our environment. The reason for this 
is that the network and file system configuration must be setup within the cluster 
configuration.  
 
BlueArc global name space is provided through a component called the “Cluster 
Name Space” (CNS).  The CNS is a virtual wrapper that organizes standalone file 
systems defined to each node under a common directory structure.  When 
accessing the system through a node that does not have the file system, data is 
passed through 10Gbps Ethernet connections that link each BlueArc node.  There 
are two 10Gbps connections on each Titan node, but only one is active at any one 
time with the other being a stand-by. 
 
The system supports storage for LSI and Hitachi.  The evaluation system was 
based on LSI storage. When the system is delivered, the storage is preconfigured 
at the LUN level with Raid 5 protection.  The administrator has access to the 
storage system’s management software in order to redefine the LUNs and other 
features of the storage array.  For example, from the BlueArc Web interface, an 
administrator has direct access to SANtricity to manage the LSI array.  
 
BlueArc refers to Raided LUNs as System Drives. To build large file systems the 
system concatenates system drives into what are called Storage Pools.  For this 
evaluation, all the system drives from each LSI controller were grouped into a 
storage pool resulting in two 9.8TB (usable) pools.   
 
A total of four file systems (two per node) were created on the BlueArc evaluation 
unit.  More information, on file system capabilities, will be presented later in this 
paper. 
 
The software version we evaluated was 5.1.1156.06.  An evaluation of patching or 
software upgrades was not done since there were no available upgrades for this 
version of the software. 
 
The Titan nodes have four modules that are discernible from the rear of the unit 
(see figure 4-2 above).  The modules are called the NIM, FSA, FSB and SIM.  
The NIM provides the network interfaces and handles network processing.  The 
FSA is responsible for file system management and protocol handshaking.  The 
FSB provides for data movement, and it is in the direct data path.  The SIM is 
responsible for handling and managing raw data from the SAN, and it is 
responsible for data path high availability to the SAN and cluster interconnect. 
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6.3.2 Management 
 

BlueArc has both a Web-based Graphical User Interface (GUI) and an SSH-
accessible Command Line Interface (CLI).  Management of the cluster is 
performed through the Storage Management Unit (SMU). The SMU is a Linux 
based 1U server.  The Linux version on the SMU we evaluated was Centos with 
kernel version 2.6.9-42.EL.   
 
Access to the SMU for the cluster management can be done via LAN (SSH or 
Web browser) or a serial connection using terminal emulation software, such as 
Windows HyperTerminal.  
 
The BlueArc system has an internal Netgear 10/100 Mbps Ethernet switch that the 
SMU uses to communicate with the various components within the overall 
system.  This includes connections to the Titan NAS heads, the SAN switches, 
and the storage arrays. 
 
The CLI provides a rich set of commands to configure and monitor the BlueArc 
system.  There are approximately 780 management commands in the CLI.  From 
the CLI an administrator can enter a Linux command shell and execute Linux 
commands. When accessing the Linux shell, it is possible to ‘su –‘to the root user. 
 
The Web-based GUI is easy to use and probably the best way to configure and 
monitor the system.  The GUI is organized into functional areas, which allows 
quick access to the most common management options. Figure 6-11 below shows 
the main menu. 
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Figure 6-11 – BlueArc Web GUI Main Menu 

 
 
The BlueArc Titan Series 2000 Systems Administrator Guide is a good resource 
for information on configuring the system and using its features for day-to-day 
administration.  The only documentation available for the CLI is a reference guide 
that can be accessed through the Web GUI. 

 
BlueArc support was used for several configuration and usage type questions.  
They were very attentive to all questions and problems.  BlueArc support also 
includes Internet access to a support site that contains knowledgebase type 
articles, online documentation, and a search engine to find solutions for problem 
determination, setup, configuration, and usage. 
  
BlueArc has a soft and/or hard quota management system to limit disk space 
usage by user or group.  The quota system can be setup so all users have a default 
setting, and individual users can be tailored with their own separate quotas. 
Quotas are established at the individual file system, not as a global setting for 
each user.  Alerts can be setup to warn the user at two different full percentage 
levels.   
 
Monitoring the operating condition of the system can be done from the GUI or 
CLI. The GUI provides graphical views of the status of hardware components as 
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well as logs that contain events such as errors, resource changes, and hardware 
issues.  Email alerts can be set up and tailored to an individual administrator’s 
needs.  The administrators have the option of getting event emails immediately, or 
summarized, in a daily synopsis.  Event logging can also be enabled in order to 
send events to a centralized syslog server. 

 
Rebooting the Titan nodes can be done from the Web GUI or the CLI. The 
administrator has the option to reboot a single node or all the nodes. Also 
available to the administrator is the ability to migrate the file systems from node 
to node prior to rebooting a node. The reboot time for the system we evaluated 
was less then 4 minutes. 
 

6.3.3 Operating System and File system 
 

The Titan NAS heads do not contain a typical operating system like a UNIX or 
Linux variant.  Instead, the system is FPGA based.  The FPGAs are located 
throughout the system modules to perform all the tasks necessary to operate the 
system as a NAS unit.  Each Titan 2000 series node contains 36GB of memory for 
cache and NVRAM.  The memory is distributed across the system modules. 
 
The file system is an object-based system that is managed by the FPGAs. A file 
system cannot span nodes. The file system can be created so all the space is 
allocated at creation or it can be setup to automatically grow as more space is 
needed.  Depending on the typical file sizes that would be used the block size for 
each file system can be setup as either 4KB or 32KB blocks. BlueArc also has the 
ability to create a file system that is “Write Once Read Many” (WORM). 
 
File system export mount options can be tailored by an individual file system, or 
defaults for all exports can be created.  All MSRC file system export options 
currently employed today, as well as client mount options, were tested and 
worked correctly. 
 
Neither the CLI nor the management GUI provide the ability to browse the file 
system structures, monitor space at the directory level, or manage data within file 
systems.  Overall space usage can be monitored with management tools.  

 

6.3.4 Security 
 
Unique administrator user IDs can be created to administer and monitor the 
system.  These IDs are limited to administration duties and have no access to the 
user data in the file systems. 
 
Administrative users are not interchangeable between CLI and Web GUI 
interfaces.  If one wants to be a CLI administrator and a Web based administrator, 
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two different accounts must be made.  There are two types of authorization levels 
for CLI based administrators. They can be added as ‘user’, which implies that 
they can only view the configuration, and ‘supervisor’, which allows 
configuration changes across the cluster.  There is not an option for a Web based 
administrator to have view only privileges.  There are three different authorization 
levels for a Web-based administrator.  These are “Global Administrator”, which 
can manage the servers and the storage, “Servers Administrator”, which can only 
manage the server, and “Storage Administrator”, which can only manage the 
storage.   
 
The user ‘root’ is available on the SMU.  Since the operating system of the SMU 
is Linux, normal root restrictions, such as limit root to ‘su –`versus direct ‘sign 
on` at the command prompt, can be enabled.  The password for root can be 
administered. 
 
As part of the evaluation, it was necessary for the internal security team to scan 
the system vulnerabilities using a common toolset that is used throughout the 
environment.  No security findings were found on the scan that would cause the 
system to be a risk on the network.  

 
Both files and directories can be configured to utilize UNIX style permissions, 
ownership, and group settings typical of any UNIX based file system.  
 
There is no ability to browse or manage the files in the file systems from the CLI 
or the Web-based GUI.  All file access must be accomplished through NFS or 
CIFS mounts.  CIFS access was not evaluated. 
 
Services within the BlueArc environment such as HTTP, FTP, iSCSI, Telnet, and 
SNMP are configurable. They can be completely disabled or limited to specific 
hosts or networks. 

 

6.3.5 Reliability 
 

The BlueArc was configured for high availability so that a network interface, 
node, or SAN attachment failure would not cause a significant disruption in NFS 
services.  To enable this functionality, it is necessary to have at least two nodes, 
redundant Ethernet connections to the same network, redundant paths to the 
storage from each node, the optional BlueArc software Active-Active Cluster, and 
CNS software. 
 
Setting up high availability requires the creation of a CNS.  This CNS is a virtual 
directory that sits on top of the individual file systems on each node.  Client 
systems mount the CNS to present a global view of the file systems to the users.  
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One virtual server, or what BlueArc calls an EVS, was created on each node.  A 
cluster can have up to 64 EVSs.  An EVS can be used to logically partition the 
resources (storage and network) on a BlueArc node.  In this testing, half the 
storage was allocated to two file systems on each node.  The two file systems on 
each node were placed under the EVS of that node.  
 
BlueArc uses Link Aggregation Groups (LAG) to combine multiple Ethernet 
connections on the same network into a single logical link.  Four of the six 
Ethernet ports on each node were grouped into a LAG that was connected to the 
Netgear switch on the DICE HPC cluster.  A fifth Ethernet port on each node was 
connected to the Force10 switch on the general DICE network within its own 
LAG.  Both LAGs on each node were placed under the one EVS on each node.  

 
The behavior of a simulated cable break/port failure, while writing data to the file 
systems, was tested.  When a cable from the LAG with the four ports connected to 
the DICE HPC network was pulled, the IP address migrated to another port on the 
LAG within the same node.  There was no disruption to the data transfer.  After 
reconnecting the cable to the Ethernet port, the IP address automatically migrated 
back to the original port. 
 
When the cable on the LAG with a single port going to the DICE general network 
was pulled, the entire EVS with file systems and both LAGS failed over to the 
other node.  This was expected behavior and caused only a slight hesitation in the 
data transfer. After reconnecting the cable to the NAS, the EVS did not fail back 
automatically to the original node.  To move the EVS back to the original node, 
the administrator must migrate the EVS (and resources) back to the original node 
from the CLI or GUI. 

 
The BlueArc systems and storage were on-site for 2.5 months.  During this 
period, there were no hardware failures.  A hard drive failure was simulated by 
pulling a drive from the array.  The system immediately started rebuilding the 
missing drive on a global hot spare disk drive.  When the disk drive that had been 
pulled out was re-installed, the system automatically reverted back to using this 
drive and freeing up the global hot spare. 
 
A single power cable was pulled from the power supply of a node.  The system 
noted the failure in the syslog and the GUI.  There was no impact on system 
operations.  
 
A node failure was simulated by removing both AC power cords from the node.  
The EVS and file systems failed over to the other node and data reads/writes that 
were in progress continued.  As expected, there was a hesitation in the data 
transfers, but it was minimal. 
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6.3.6 Performance 
 

The purpose of performance testing is to verify that the system could sustain 
acceptable transfer speed while serving many users simultaneously and spreading 
the load throughout the cluster.  Aggregate tests were scaled from 1 to 28 NFS 
clients with a single stream originating from each of the 28 HPC cluster nodes.  A 
round-robin approach was used, which had each node using one of eight mounts 
to eight different GigE ports. The benchmark tool, IOZone, was utilized for these 
tests. 
 
Using a file system built with a 32K block size on the BlueArc, scaling tests using 
the 28 nodes were performed.  The file system was mounted on the clients with 
the TCP protocol first and then with UDP.  (All other mount options were the 
same.)  Each test performed both direct I/O writes and reads of 10GB files.  The 
cluster option (-+m) was used in IOzone to accomplish this, running the script 
from the administrative node of the cluster.  The results using TCP mounts are 
shown below. 

Bluearc TCP NFS Scaling Test - 32K File System - 8192k Block Size - 10g - 8 Ports
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Figure 6-12 

 
Then, using UDP mounts, the same scaling tests were performed.  It is easy to 
see that the BlueArc scales much better with clients mounted with TCP.  With 
UDP, write performance peaks with six clients and diminishes from there.  
While with TCP, line rates for the eight ports were achieved around the 12-
client mark. 
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Bluearc UDP NFS Scaling Test - 32K File System - 8192k Block Size - 10g - 8 Ports
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Figure 6-13 

 
In addition to the scaling test, a single client test was performed to see if one 
client could be saturated with NFS data.  Again, the IOzone tool was used to 
perform tests of direct I/O writes/reads, with block sizes ranging from 16K to 
8192K.  It was discovered that the BlueArc could meet the demands of a 
single client for reads and writes.  In the tests, the number of threads on a 
single client was scaled from 1-4.  Again, TCP and UDP mounts were used 
with a single NFS file system.  Something close to line rate was achieved, 
even though the UDP test was a bit different in regard to the block sizes used. 
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Bluearc Baseline Test - TCP - 32K File System - 1 Client - Various Block Sizes - 1-4 Threads
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Figure 6-14 

Bluearc Baseline Test - UDP - 32K File System - 1 Client - Various Block Sizes - 1-4 Threads
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Figure 6-15
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7   Analysis of Deviations from Predictions 
Each of the evaluations had noted deviations for vendor supplied materials that were noted in 
the actual testing.  The following summaries cover each NAS evaluation, 
 

7.1 Isilion 
Isilon Systems Inc. IQ3000 would be a good candidate, for a home directory sharing 
service, but would need some changes to allow it to fit into the MSRC environment. It 
would be desirable to have a separate Ethernet connection on each node for management 
only and be able to limit root/ssh/cli/web admin access to those ports. The operating 
system codes must be patched and upgraded more frequently to be compliant with the 
security policies.  

 
The single stream performance would be acceptable for the home directory environment. 
But, without ability to bond ports, no 10Gbps Ethernet and no Infiniband front-end ports, 
this may prohibit the use in high volume data intensive areas. 

 
Figure 7-1. Summary of Isilon aggregate throughput test 

 
The global OneFS file system worked well with no issues writing or reading data from 
the different nodes. The lack of hard quotas and/or the ability to limit directory size limits 
must be available to prevent HPC users from using the home directory as output 
workspace at the MSRCs. 

 
The Isilon’s hardware is redundant and, coupled with the FlexProtect software, provided 
a very unique scheme to protect data from hardware disk failures at many desirable 
levels.  While SmartConnect was a challenge to setup, due to limited documentation, it 
operated very well with both Round-Robin and Max Throughput schemes. 

 
Not having the ability to specify user UID numbers and GID numbers presents a 
challenge when using the Isilon with static NFS mounts to a vast variety of systems to 
share home directories. 

 
The Isilon cluster supported multiple connections to separate networks through the 
copper Ethernet connections. 
 

7.2 NetApp 
NetApp’s Data ONTAP GX system would be a good candidate for a home directory 
sharing service, but it would need some changes to allow it to fit into the MSRC 
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environment.  The Data ONTAP GX system was acceptable from a security point of 
view.  The system passed all security scans, and NetApp patches their system at regular 
intervals.  While the team was able to isolate http and SSH traffic at the BSD Operating 
System level, it would be desirable for the firewall policies, built into GX, to provide 
these capabilities.  

 
The single stream performance and aggregate throughput would be acceptable for the 
home directory environment.  With the ability to install 10Gbps Ethernet adapters, or 
Infiniband adapters, it becomes more attractive to move large amounts of data and move 
outside the home directory environment.  Table 6-1 summarizes the maximum 
throughput the team was able to obtain from the two node NetApp FAS3070 cluster. 

 

 
 

Figure 7-2 Summary of NetApp aggregate throughput test 
 

The global file system worked well with no issues writing or reading data from the 
different nodes.  The lack of hard quotas would prevent the MSRC from deploying the 
system for home directory use, or as an output workspace, at the MSRCs. 

 
The NetApp hardware is redundant and, coupled with the Data ONTAP GX software, 
provides a system that would be able to maintain a high level of availability.  While port 
failover was a challenge to setup, it operated very well in testing. 

 
The NetApp Data ONTAP GX system supported multiple connections to separate 
networks through the Ethernet connections. 

 
 

7.3 BlueArc 
 
The BlueArc Titan 2200 system would be a good candidate for a home directory sharing 
service.  The system meets the six key evaluation criteria, which are specified by the 
evaluation.  The system passed all security scans.  The global file system worked well 
with no issues writing or reading data from the different nodes.  Hard quotas for user data 
can be implemented.  The redundant hardware and clustering software provided an 
environment that was robust enough to meet the high availability demands of the MSRC.  
The system supported multiple Ethernet connections to separate networks.  The single 
stream performance and aggregate throughput would be acceptable for the home 
directory environment.  Table 6-1 summarizes the maximum throughput the team was 
able to obtain from the two-node BlueArc Titan 2200 cluster. 
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Table 7-3 Summary of BlueArc aggregate throughput test 
 

There are some aspects of the BlueArc system we would like to see enhanced or are areas 
for concern. The first is the lack of IPv6 support. The MSRC currently has a dual-stack IP 
capability on the file servers which run both IPv4 and IPv6. The government could 
eventually mandate that all purchased equipment have a dual IP stack capability. 
 
Typically administrators will switch between a CLI based interface and a GUI interface 
depending on the task at hand. It is an inconvenience that the administrator would need to 
have separate user logins for the CLI and the Web-based management interfaces. We 
would like to see a single user login for both management interfaces. For individuals like 
computer operators it would be desirable to have a user login with view only privileges 
through the Web-based management. 
 
For file system management it would be desirable to have file level access through the 
management interfaces to provide a means to manage the data while the file systems are 
not exported 

8    Conclusions 
This project provided both the AFRL MSRC and DICE a detailed methodology for 
evaluating NAS technologies.  The initial methodology test plan was updated as the 
evaluations progressed to incorporate clarifications and better understanding of the 
evaluation process.  This detailed methodology will provide the AFRL MSRC and DICE an 
in depth evaluation process for testing and reporting on NAS and NAS related technologies 
in the future 
 
The AFRL MSRC and DICE obtained a substantial amount of information on the 
characteristics of NAS systems.  The systems are only a few of the technologies available in 
the market today, but provided a good baseline for creating the methodology and a 
knowledge base for NAS technologies. 
 

9    Proposed Next Steps 
The methodology and test plan was used to evaluate the NAS technologies and investigate 
their capabilities in relation to the AFRL MSRC HAFS requirements.  The requirements as 
part of the test plan can easily be adjusted for similar NAS solution requirements.  This 
methodology will be used by DICE in future NAS independent evaluations 
 

 

 




